High level framework for components comprising a system
internal CPU organization
memory system
bus structure
1/0O systems
|nterconnection network



Superscalar CPU

3 instructions per clock cycle: int, floating point double
precision operation, memory. May also have branch, multiple
cores doing double precision ops, ....

Fused multiply/add unit: double multiply and add in one clock
cycle

Divide and square root hardware
Zero cycle branching, branch prediction
|oad/store memory system



Effects of superscalar architecture:
Time for double a combined multiply and add = one clock cycle
Multiply and add instruction has higher accuracy than |EEE standard
specifies
Branches have less performance impact than commonly believed
Compilers required to do significantly more work

corollary: expose more work at atime to the compiler for it to
effectively use the CPU resources.



Data movement is the primary bottleneck
Example: Atmosphere modeling for weather

(temp, pressure, humidity, velocity, chemical concentrations)
= F(lattitude, longitude, height, time)

discretize the space containing the atmosphere
1km x 1km mesh with 11 vertical layers

5 x 10° mesh points

single time point representation: 2 x 10™* doubles
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Discretize 3D space from surface to 10 kilometers into set of
planes (with wrap-around)

Discretize each plane into grid of mesh points

Solve for unknowns (temperature, wind speed, etc.) at grid
points



Continuum of
unknowns (temp,
velocity, pressure)
approximated by
values at grid points

Algorithmic kernd:
Iteratively replace
value at each grid
point with average of
itself and NSEW
nelghbors.



for 1 =1tonumber_of rows
for | = 1to number_of columns
A(,j) = (A@-1)) +A>+1)) + A,))
+A(,)-1) + A(i, j+1) )/5
end for
end for

Five floating point ops, six memory references in the innermost
loop.

Goal: reduce the amount of memory traffic, by changing the
Implementation of the algorithm, or the algorithm itself. Need
to know memory hierarchy idesas ...



Have a hierarchy of memory
register: 32-128 double precision “words’, picosecond access time
cache: 32k-4M bytes, single clock cycle accesstime
memory: 1-64 Gbyte or more, 10-100 clock cycle access
hard drive: Terabyte range, gazillion clock cycles

Key performance target:. keep data most frequently used
"close" to the CPU.



CPU's access data via a cache

Moves more frequently accessed data
"closar™ to the processor.

Cache supplies data 10x faster than
memory

Cachei1s 100 -1000x smaller and more
expensive than memory

Multiple levels of cache (2 -3) are now
common






clock cycle: fundamental unit of time for computer
cache hit: the datum referenced is in the cache
cache miss: the datum is not in the cache

hits take 1-2 cycles, misses take 10-50 cycles

cache line: when aword Is referenced, an entire line of words
IS brought into the cache. Typically 32-128 bytes at atime.

S0 caches are organized as a set of line dots, not as words.
When a cache lineis brought in,

where does the line go in the cache?

what gets moved out to make room for the line?



Random: replace a randomly chosen line
FIFO: replace the line that was there earliest

LRU: replace the line Least Recently Used (oldest in
references, not in tenure in the cache)

Note that the complexity grows, LRU islikely to have "best"
replacement, but will cost in design complexity.



Direct mapped: each line has only oneline dlot that it can be
placed in the cache (so replacement policy is moot)

Fully associative: aline can go into any of theline dotsinthe
cache.

Set associative: four-way set-associative divides cacheinto N
sets, each with four dots. A lineis mapped to asingle set, but
can use any of the four dotsin that set.



Write-back: aline iswritten to memory whenever it is
replaced by another line.

Write-through: aline isimmediately updated to memory when
It has an updated word.

Level 1 cachestend to be write-through
Higher level caches tend to be write-back.



t = effective memory accesstime

¢ = cache hit ratio = (# hits)/(# references)
t_, = timeto get datum from cache

t _=timeto get datum from memory

t t(-c)rt

— *
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t =10*t__Isatypica timing relation
For ¢ =0.99,

teff = Ch* tcache T (1-Ch)*tmem = 1.00% tcache
For ¢ =0.98,

t,=c*t_ +(l-c)*t =118t

For C = 0.89,
t,=c*t_ +(l-c)*t =199

he

he
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Multilevel caches

Interaction with I/O system: what if replace a virtual memory
page in memory, but it has an updated value in the cache?

Virtual memory similar to caches, but at a different ratio of
access times (500, not 10). Page faults are analogues of cache
Mi SSesS.
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Y ou will often find that an operation can be done using |oops,
e.g. the dotproduct of two vectors x and y:
apha=0.0
fork= 1n
alpha = alpha+ x(k)*y(k)
end

When Matlab provides a vector operation, use it instead:
apha=x"*y

Performance ratio can be factors of thousands



