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Abstract

Realizing a colony of insect-like robots presents numerous problems. A brief report on our experiments over the past ten years describes our failures.  A view of ant colonies as “storage batteries” illustrates the difficulties. New approaches to continuous-valued robotic control have emerged out of our study of Lukasiewicz logic and Rubel’s Extended Analog Computer. One novel method is that of a visually-proprioceptic robot with a controller based on a 30-year old analog subsumption architecture originated by McCulloch, Kilmer and Blum. The proposed robot continuously looks at itself within its environment, selects behavioral modes accordingly, and learns from what it sees. Such a controller is too complex to be designed. It must be evolved.
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1:
A Decade of Failure

In 1992 a paper on the role of Lukasiewicz logic in robotics promised that small ant-like robots based on Stiquito would be used to build colonies of robots [1]. Stiquito is an insect-like hexapod robot propelled by nitinol actuator wires [6].  It is small (60mm long x 70mm wide x 25mm high), lightweight (10 gm), and inexpensive ($15).  Stiquito is capable of carrying up to 200 grams while walking at a speed of 3 to 10 centimeters per minute over slightly textured surfaces.  Its payload consists of sensors, control and drive electronics, and a 6-volt battery.  The robot walks when heat-activated nitinol actuator wires attached to the legs contract.  The heat is generated by passing an electric current through the nitinol wire.  The legs can be actuated individually or in groups to yield tripod, pacing, and other gaits. However, we have become painfully aware that Stiquito is not an ant (Figure 1).

Individual ants are sophisticated creatures.  They have eyes that implement lenses and filters using binary optics;  they communicate both by touch and chemically using pheromones;  they are strong for their size (capable by analogy of climbing and descending Mount Everest five times a day while carrying their own weight) [5];  and they have multiple degrees of freedom in each leg, antenna, and the mandibles. A single ant colony may contain up to 10,000 adults ranging in size from 3mm to 25mm in length.  A colony has many castes specialized for specific tasks, yet capable of acting in concert to perform complex actions (bridging, wars, agriculture).

[image: image11..pict]
Figure 1.  Stiquito and an ant (both 1:1)

By contrast insect-like robots are clumsy and ponderous [2,3,4].  Their optics range from simple photocells to television cameras; they cannot communicate using touch or chemicals; they are fragile and weak for their size;  and they have only a few degrees of freedom in each leg or arm. The individual robots are difficult to construct, and, as we learned, must constantly be repaired: nitinol breaks easily. Other researchers have built colonies of up to 20 robots implemented with "adults" approximately 500mm in length that cost $2000 each.  Of these robot colonies, none have castes designed for specific tasks, and concerted action is simple (such as flocking behavior).  But our research with Stiquito showed that it is the weight-to-power ratio of small self-contained robots that limits the functionality of their control and locomotion systems. 

The lack of small high-density power sources is the reason that we could not build colonies of miniature robots. Looked at another way, an ant colony is a single, large, self-reproducing storage battery, its sole purpose being to gather and transform energetic materials into copies of itself. Single ants—mobile storage cells—are constantly created and used to gather materials from energy sources, which are returned to the colony where they are transformed into more mobile storage cells. Periodically the “battery” sends out reproductive cells that contain the information, and sufficient energy, to construct a copy of itself.

Ivan Sanderson, a biologist who lived with the Atta, a species of leaf-cutting ant in the Brazilian rainforest, and who excavated their many-meters deep colonies, describes the fascinating complexity of such a “battery” [5]. The Atta cultivate an edible fungus using leaves that their workers harvest. The simple act of raising this fungus is the motivation for the numerous castes’ complex foraging, harvesting, and farming behaviors. An Atta colony is an “ant battery”.

Using the “ant battery” analogy, it is not surprising that Indiana University’s research into continuous-valued robot colonies soon turned into a search for some method to power the individual robots. The power required for the continous operation of small quickly-moving autonomous robots for long periods of time, say, 24 hours, far exceeds that of any presently available compact supply that they can carry, although microlithographed fuel cells may offer a solution. Developing such a power source is basic research—research that Indiana University is not equipped to undertake, although an attempt was made within our capabilities.

A Stiquito was enlarged to drag a power tether, which immediately twisted and tangled itself with itself and the tethers of adjacent robots. One MPEG time-lapse “movie” showed a Stiquito twisting its own tether into uselessness. Other enlarged Stiquitos were burdened with power-transforming circuitry, necessary because the larger robot needed longer nitinol “muscles” to move. A power and ground grid—a metal plate as the floor, a metal mesh as the “ceiling”—was implemented, between which the Stiquitos moved like bumper cars at a carnival ride. This very nearly worked, but the high voltages involved caused the nitinol to ignite like a sparkler on one occasion, and the robot often could not overcome the friction needed by the floor and ceiling power contacts, becoming stuck, its legs moving futilely. By 1996 research into Stiquito colonies at Indiana University was dead. Instead, a traditional legged robot driven by stepper motors, controlled by a digital embedded processor, and powered for several hours by six “D” cells and one 9-volt battery was used for research into cyclic genetic algorithms for gait generation [12].

2:
A New Analog Computer

While we failed to build a robot colony, we did learn to build a new kind of analog computer. In 1993, at the time the original paper describing Lukasiewicz’ Insect was published, Lee Rubel, a mathematician at the University of Illinois at Urbana-Champagn, published a paper that described the mathematical model of the Extended Analog Computer (EAC) [13]. Some EACs have simple physical implementations. Our EAC design is one of them. It marries Lukasiewicz logic to conductive sheets, and can be trivially implemented as a VLSI circuit, or, in some cases, as a standalone conductive plastic processor. Prototypes of the conductive sheets for functions such as exclusive-OR have been constructed. Readers can experiment with a conductive sheet on the world-wide web at:





http://cgi.cs.indiana.edu/~bhimebau/eac.cgi. 

2.1:
Lukasiewicz Logic Arrays

Lukasiewicz logic  is a multiple-valued logic with a denumerably infinite number of truth values [7].  Real circuits are described by subsets of the logic that have a finite number of continuously-varying truth values.  No circuitry is required to quantize the logical values in the circuit.  The limit to the number of values that can be encoded on a wire occurs when values cannot be distinguished because of noise [8]. 

Lukasiewicz implication is defined by the valuation function defined as min( 1, 1– ).  Negated implication has a valuation function defined as max( 0, a–b  ).  The term implication is used to refer to both functions. Lukasiewicz logic arrays (LLAs) are arrays of continuous-valued analog circuits for Lukasiewicz implication and negated implication. Negated implication yields the simplest circuit.  It is composed of a current source, a current sink, a three-wire summing junction, and a diode-connected MOSFET. The output is accurate to within 1% of the full scale and precise to within six to eight bits [9,10,11].

2.2:
Extended Analog Computer

An EAC is an assortment of 'black boxes' that perform the functions of Shannon’s General Purpose Analog Computer (GPAC), but to which is added “the quintessential black box...the 'boundary-value-problem' box.” [13].  Given these components, Rubel showed that the unlimited EAC was uncomfortably powerful, potentially being tautologous (able to compute everything including the solution to the general Halting Problem, thus super-Turing).  If certain limits were imposed (such as the inability to unrestrictedly take limits), then the EAC would not be tautologous.  However, Rubel died before he could discover how the restriction could be imposed.  Nor did Rubel suggest an electronic implementation of the EAC, stating that:

“...the problem of implementation is to describe physical, chemical, and/or biological devices that do in the real world what the black boxes are supposed to do.  Since the EAC is so broad, this can never be done in practice, but one can build up a reasonably large array of devices that handle many cases.  So, for example, we envisage setting up heat-conduction devices for dealing with Laplace's equation or the heat equation, and devices that form soap films for solving the minimal surface equation.  Similarly, the wave equation will be dealt with via vibrating strings and membranes.  So the EAC is...an ideal paradigm, more to be striven after than fully achieved.” [13]

Later work by Maass and Sontag showed that noise limits physically-realizable analog computers’ ability to recognize arbitrary regular languages [14]. This result leaves proofs that analog computers are super-Turing in the realm of theory, and provides practical closure to the question Rubel left open. It does not affect the utility of our research into electronic EACs.

Rubel’s work is significant because some EACs have direct correspondences to VLSI circuits. They can also be implemented as conductive plastic processors. Stated in terms of its operation, an electronic EAC uses many limited partial differential equation (PDE) solvers as fundamental atomic operations (“machine instructions”) that are connected to many piecewise linear function generators (reconfigurable “machine instructions”) to solve a class of problems in some domain or domains. Different problems may, or may not, require different EACs depending on the “goodness of fit” of the analogy between the problem and the EAC.

The following statement sums up the design of EACs, and is deceptively simple:

 Functionally, the EAC’s partial differential equation solvers are conductive sheets; the piecewise linear equation generators are LLAs.

The schematic of a VLSI EAC illustrates its fundamental simplicity (Figure 2).

[image: image1.wmf]
Figure 2. Schematic view of EAC

The difficulty arises when one starts to apply an EAC to solve a problem. Numerous of Mills’ students can attest to this. How can a machine that solves a problem, even one as simple as exclusive-OR, be envisioned? Experience with digital computer programming languages is not relevant, nor is experience designing neural networks helpful. Certainly, from the schematic, one must visualize the solution as one or more layers, each containing at least one PDE solver and LLA. Further, within each layer one may view the PDE solver as the generator of a gradient manifold, which is sampled at a finite number of points. The sampled points are then input to the LLA function generator(s), from which the modified sample points are used either as outputs or fed into the same or other layers of the EAC. But how is this understanding used?

Mills’ work since 1996 has been to develop this applied model of computation, and use it to solve problems that are inherently inaccurate and imprecise, but which demand rapid response to large sets of changing data. With EACs offering “computation to burn”, and burning it very fast, they are ideal for novel methods of control, ranging from data network traffic management to robotic systems. As an example we present a method of visually proprioceptic robotic control. It is developed in three steps starting with boolean exclusive-OR, a non-linearly separable function, then moving to a single-pixel retina that recognizes images on the focal plane, and ending with the proposed design of a robot that controls itself by continually inspecting itself within its environment. This controller is based on the RETIC android robot controller simulated by McCulloch, Kilmer and Blum in 1969 [15].

2: EAC Exclusive-OR

Two of us (Walker and Himebaugh) computed boolean exclusive-OR (XOR) using both VLSI and conductive plastic sheets, and an inverted notch function provided by an electronic LLA simulator. A digital-to-analog converter (DAC) provided the interface to the computer used to record data.  Data from the plastic sheet is given here. For the experiment, two input probes were inserted into opposing corners of the plastic sheet and one output probe was inserted into its center. The relationship between the boolean logic values, DAC settings, and current is given in Table 1. Other valid mappings of logic values to current exist, such as {0ma, 1ma}. 

Boolean
DAC

Approximate 

Values
Values
Current

 false

150

-1 ma

 true

873

 1 ma

                         Table 1.

The outputs of the conductive sheet for the boolean inputs [0,1] of Table 2 are shown in Figure 3.

[image: image2.wmf]
Figure 3. Output of conductive plastic sheet

The output of the conductive plastic sheet EAC XOR is nearly ideal (Table 2). In addition to showing the potential of this approach for more general analog computations, the results also demonstrated the utility of conductive plastic and piecewise linear circuits using discrete transistors for rapid EAC prototyping.

Inputs     Ideal    Actual   Absolute Error

             Output  Output

0 0            0         0.0062      0.0062

0 1            1         1.0000      0.0000

1 0            1         0.9638     -0.0362

1 1            0         0.0021      0.0021

                        Table 2.

While not experimentally validated, some of the variation from the ideal output in Table 2 is likely due to the quality of the connection of the sampling probe in the plastic sheet. On numerous occasions vibration of the table and the weight of the wires leading to the plastic would loosen the probes. This problem does not occur with the VLSI sheets, which have the probes fixed during fabrication, nor would it occur with conductive plastic processors whose probes are molded into the plastic.

We observed that a single-layered EAC using discrete transistors to simulate the LLA inverted notch cannot compute multi-valued XOR. To compute boolean XOR, the range of each input to the conductive sheet was [-1ma, 1ma] yielding an output range of [-2ma, 2ma] for the conductive sheet. However, the input to the inverted notch circuit is a current sink and was designed to operate in the range of [0ma, 2ma]. As a result, outputs from the conductive sheet in the range of  [-2ma, 0ma] were indistinguishable.

To explore this issue, a third probe was inserted into the foam to provide a fixed 2ma of current.  The purpose of the third probe was to adjust the output range of the conductive sheet to [0ma, 4ma]. Adjusting the input range on the inverted notch circuit (simulated LLA)  to [0ma, 4ma] would make the conductive sheet and the inverted notch circuit operate in the same range. A multiple-layered EAC could adjust to the output range of the conductive sheet, and so distinguish the input pairs (0,1), (1,0), and (.5,.5), yielding multiple-valued XOR.

3:
An EAC retina

Exclusive-OR is important because it is the simplest non-linearly-separable function. It also has an elegant correspondence to a network of leaky neurons (Figure 4).

Out of this neural structure evolved a model of a retina as a sheet of cells—a tissue. The “silicon tissue” doubled as both an image sensor and an edge smoothing device. In this lumped system no single pixels or single electronic neurons were needed to create a gradient  manifold corresponding to the image. The conductive sheet solved a Poisson partial differential equation, one with internal inputs. The manifold was sampled, then LLA functions were trained to distinguish between two characters (“A” and “T”).

[image: image3.wmf]
Figure 4. XOR as an analog of a two-layer network of leaky neurons

A prototype EAC retina was laid out and fabricated as a MOSIS "TinyChip" (Figure 5). The outputs from the single-pixel conductive sheet, which doubled as the image sensor, were output at separate pins where they could be wire-summed and redirected as inputs to the digitally-reconfigurable LLAs.

[image: image4.wmf]
Figure 5. EAC retina

The conductive sheet sensor is enclosed in a guard ring, and implements a lateral diode (Figure 5, large area at left).  The diode is reverse-biased during operation to prevent charge carriers from leaking away from the output probes.  An image focused on the conductive sheet induces a current gradient by the photo-electric effect. The conductive sheet sensor is the largest and  most robust part of the retina.  Defects that would cause a pixel in a conventional sensor to fail only introduce a slight inhomogeneity into the sheet.  Output probes are wire-summed to sample the current, which is used as an input to four LLAs (Figure 5, vertical array on the right). If a probe fails, its neighbors can still be used to generate an approximate value. The VLSI EACs used for the retina are robust. They are again in use after six years for the simpler purpose of computing XOR.

The reconfigurable LLA uses digitally-programmable multiplexed inputs and outputs to obtain 256 analog functions. 27 of these are basis functions that form a piecewise-linear covering of the continuous [0,1] range and domain dissected by {0, .5, 1} (Figure 6).

[image: image5.wmf]
Figure 6. LLA basis functions

The EAC retina is a trainable character recognizer. Simulation of an EAC recognizer that distinguishes between "A" and "T" illustrates how the retina is trained using the 27 piecewise linear functions. A binary encoding for the characters is chosen, with "A" indicated by 111 and "T" by 000 (if a ternary encoding were chosen it would be barely possible to classify all 26 characters of the alphabet, but in this example a value other than 0 or 1 indicates uncertainty in the classification). The LLA functions are initially set to produce a 1 for every input to the retina. Presenting an "A" to the retina does not generate an error, so no adjustment of the LLA functions is necessary (Figure 7).

[image: image6.wmf]
Figure 7. Initial retina LLA functions

When the "T" is presented, an error results, which can be used with the desired output and the values input to the LLAs to determine the new LLA functions. A simple rule for choosing functions is to minimize the error for the current presentation and the most recent but different character presented. Following this rule, the new LLA functions are shown in Figure 8.

[image: image7.wmf]
Figure 8. LLA functions trained to “A” and “T”

Presenting "A" again to determine if the retina is trained indicates that this choice of function settings is acceptable (Figure 9).

[image: image8.wmf]
Figure 9. Verification of LLA functions

Finally, the ability of the retina to classify characters as either "A", "T", or similar to one or the other is tested with four images:  a scrawled "A", an "H", a "T" with a circular patch removed, and an "F" (Figure 10).

[image: image9.wmf]
Figure 10. Classification of similar images

The retina simulation correctly matches the scrawled "A" and classifies the "H" as being similar to an "A".  The broken "T" is correctly matched, while the "F" is classified as being similar to a "T".  The recognizer is robust because of continuity in the induced current gradient and the piecewise-linear function units. The conductive sheet is inherently capable of smoothing discontinuities in the image. These properties allow the recognizer to be tolerant of small variations in the image.

4: Visually Proprioceptic Robot with RETIC-like Controller

Proprioception is the ability to know where one’s body is in relation to itself. Biological proprioceptic systems depend on strain sensors embedded in skin, muscle and connective tissues. In robots, shaft encoders and strain gauges are used as embedded sensors, while video cameras provide feedback about the robot’s environment and its location within that environment. 

A simple subsumption architecture for navigating a maze was presented in the original paper [1]. A more general architecture is possible using the EAC’s multiple-layered structure, denoted for convenience as a “torte” after the rich layer cake. At the lowest level of the torte are many EAC retinas, used to let the robot watch itself, its environment, and either act to generate leg movement or pass categorized environmental information upward, including leg movements. At the middle level, EAC gait generators use upward-flowing information from the sensors and downward-flowing information from a central controller to determine the appropriate gait and direction of travel. At the uppermost level a behavior generator modeled on the RETIC architecture of Kilmer, McCulloch and Blum translates input from the lower levels into a restricted set of behaviors. These behaviors might include: “tripod-gait-fast”, “turn-right”, “turn-left”, “metachronal-gait-slow”, and so forth. We will return to the design of these behaviors shortly.

[image: image10.wmf]
Figure 11. Visually Proprioceptic Robot

Vertebrates have relatively few modes of behavior.  There are approximately 25 that range from feeding to fear, and they are mutually exclusive if some allowance is made for overlaps (such as urination during a fear response). In vertebrates with a less-developed nervous system (such as a frog) the selection of a behavior is more distinct than in a vertebrate with a more-developed nervous system (such as a monkey); still, behavior modes have been observed in all vertebrates. Invertebrates have no reticular formation, but the concept can still be used for robotic control. A subset of vertebrate behaviors must still be provided in an ant-like robot.

The reticular formation (RF) in vertebrates was hypothesized to be the structure that commits the animal to a particular mode of behavior [15]. The RF appears to have direct two-way connections with every other part of the central nervous system (CNS), a property no other CNS structure possesses [17,18]. The RF cannot invent new modes of behavior, nor does it perform the actions associated with the modes of behavior it selects, nor is it believed to be directly involved with perception (sensory reception) or long-range range planning (cognitive behaviors).  The RF is thought to be a mediator, selecting a mode of behavior based on sensory inputs including feedback from motor systems, but allowing independent behavior above it and below it in the CNS. The central position of the RF in the cognitive hierarchy, the relatively few behaviors it selects (about 25), and its regular and repetitive structure led Kilmer, McCulloch, and Blum to model the RF as a first step toward the design of an intelligent android robot.  The RETIC architecture that resulted, and its various simulations, anticipated a large part of today's work in neuroethology, learning, autonomous agents, and analog and hybrid VLSI design of neural systems. 

The RETIC architecture also matches the structure of Rubel’s  EAC.. The RETIC was based on the "poker chip" model of Scheibel and Scheibel [16,17], which described a series of planar dendritic fields as seen in embryonic rats. These dendritic fields, richly connected and acting in mass as sheets of conductive tissue, are directly analogous to the EAC’s layers. Thus, after more than 30 years, the RETIC architecture has found application, again, in robotics and as a model for analog control.

5: A Grand Challenge

Our research shows that it is increasingly difficult to design any but the most simple EACs. Yet these analog computers are capable of complex and chaotic behavior when used with feedback, as Chua demonstrated with a single diode. The electronic EAC’s multiple, changeable manifold gradients and piecewise linear functions are ideal for such a design, but the question arises, “How is it done?” Work in the community of evolvable systems shows that evolutionary algorithms can design systems without understanding how, or even knowing in advance the properties that will produce the finished solution.

For example, one of Mills’ students used genetic algorithms to generate gaits for a hexapod robot [12]. One experiment using a robot with a disabled leg resulted in the evolution of a lurching gait. The robot walked with only the front and rear two legs in tandem, and used the consequent rotation around the robot's center of gravity to lurch along—concepts never explicitly programmed into the genetic algorithm, nor "understood" by the robot, nor intended by the researcher. Similar results have been reported by other researchers in, for example, the Proceedings of the International Conference on Evolvable Systems (ICES).

We believe that chaotic and dynamical systems of EACs with stable attractors denoting behavioral modes will be evolved for robotic control, rather than designed directly. Beyond that lies the goal of evolving EACs that learn new stable states without user intervention, becoming organizers of chaos. This is the grand challenge of EACs in robotic systems. It is an exciting concept that emerged from a decade of failure to build colonies of simple, miniature robots.
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Access to this Research 

Instructions and parts lists to construct Stiquito; simulators for Stiquito; the EAC retina; and design files for FPGA controllers are available by anonymous ftp from cs.indiana.edu (129.79.254.191) in /pub/stiquito. The conductive sheets, either VLSI or plastic depending on the experiments in progress, are available for public use at http://cgi.cs.indiana.edu/~bhimebau/eac.cgi.
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