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Kenneth Chiu

An Architecture for Concurrent, Peer-to-Peer Components

Software components are increasingly seen as the preferred technique for the construction
of flexible, large-scale systems. Forces such as economic globalization and the Internet
explosion mean that today’s software must interoperate in a dynamic, heterogeneous, dis-
tributed environment. Components are only one aspect of the solution, but the ability to
partition a system into granular, minimally-dependent pieces is an important facilitator.

A number of component middleware designs have emerged, primarily from the business
and scientific communities. These standard architectures generally derive from distributed
object architectures. While this approach has the obvious benefit of using established tech-
niques such as remote method invocation, the introduction of different interaction con-
cepts can simplify the development of some applications.

This dissertation presents new paradigms for enhancing the performance and ease-of-
development of tightly-coupled, peer-to-peer components. Particular emphasis is placed
on enabling pipelined concurrency, which is important for maintaining frame rate in such
applications as scientific visualization. The dissertation also presents a “pluggable” archi-
tecture for implementing layered protocols.

As part of the dissertation, a reference implementation was developed and tested. The
results confirm that the new paradigms can be implemented efficiently. A sample applica-
tion was also developed using the reference implementation. The sample application
shows that the new paradigms can simplify the development of component software.

Principal Advisor: Randall Bramley

Vil



Contents

1 INtroduCtioN. . . .. 1..
1.1 Software COmMPoNENtS . . ... ... 1
1.2 The Grid. . ... 4
1.3 ROIES .. 4
1.3.1 Component Developer. . ........ ... 4
1.3.2 Application Assembler. .. ... ... ... 5
1.3.3 EndUSEr. ... 5
1.4 ContribUtionS . . ... e 5
1.4.1 Contributed by the Specification. . ............ ... ... ... ... ..... 6
1.4.1.1 Separation of Connectionsand Ports. .. ................... 6
1.4.1.2 Two-way CONNECLIONS . . . . . ..ottt e e 6
l.4.1.3Unified Interface .. ....... ... .. . . . 7
1.4.0.4 Sreams. . . . oottt 7
1.4, 1.5 0perators . ..o i i e 8
1.4.2 Contributed by the Implementation. .............. ... ... .. ..... 8
1.4.2.1 Multi-Endpoint Sliding Window Protocol. . ................ 8
1.4.2.2 Extensible Protocol Architecture. . . ...................... 9
1.4.2.3 Programming SUPPOIt . . . ...ttt 9
2 Related WOrK . . ..o 10
2.1 Problem Solving Environments. . . ... ... 10

viii



2. 0. L AV S 11
2.1.2 IRIXEXplOrer ... 12
2.1.3 Data ExXplorer. . . ... 12
2.1 4 SCIRUN. . .. 13
2.1.5 KNOIOS . .. 13
2.2 VU L 14
2.3 Component ArChiteCtures . . . ... 14
2.3.1 EnterpriseJavaBeans. . ........... ... 16
2.3.2 JavaBeans. . .. ... 16
2.3.3 DCOM ... 17
2.3.4 CORBA ComponentModel. . ......... .. ... .., 18
2.3.5 Common Component Architecture .. ........... ... .. ......... 18
2.4 DISCUSSION . .ttt et et 19
2.4, PSES. ... 19
2.4.2 Component Architectures . .......... .. . 22
2. SUMMaAIY . . e e 23
Design Goals. . . ... e 24
3.1 Flexibility. . ... 24
3.1.1 ExecutionModels ... ... ... .. 24
3.1.1.1DataFlow. . ... 25
3.1.1.2Message Passing . ... oo 26
3.1.1.3 Remote Method Invocation . . ............ ... ... 26
3.1.2 Communication Protocols . . .. ... .. . 27
3. 2. L TCP P . . 27
3.1.2.2 Simple Object Access Protocol (SOAP) . ................. 27
3.1.2.3 Virtual Interface (VI) Architecture .. .................... 28
3.1.2.4 Asynchronous Transfer Mode (ATM). .. ................. 28
3.1.3 Separation of User Abstraction from Implementation. . ............ 28
3.2 Usability Goals. . ... 29



3.2.1 Peer-to-Peer Relationships. . .. ....... ... .. 30

3.2.2 SECUNMLY .ot 30
3.2.3 Collaboration . . .......... 31
3.2 3. L MIMICIY . .t 31
3.2.3.2Shared Workspace . . . . ... 32
3.2.3.3Externalconnections . .. ......... ... . 32
3.3 PerformanCe. . .. ... 32
3.3.1 CONCUIMENCY . . . ittt e et e e e e e e e 32
3.3.2  LAlENCY. . . .t 33
3.3.3 Parallelism . ... ... 33
3.4 Conflicting Goals. . . . ... 34
The Verdant Component Architecture: Overview and Motivation .............. 37
A1 OVEIVIEW . . oottt e e e e e e e e 37
4.2 MOtVaLioN . . ... 38
421 Portsand CoNNeCtioNS . . ... ...t 41
4.2.2 Unified Interfaces. . . ... e e 43
4.2.3 CONCUIMEBNCY . « ittt et e e e e e e e e 47
4.2.4 OPEratOrS . . .ottt 52
The Sequoia Specification . .. ... ... e 53
5.1 OVeIVIEW . o oo 53
5.2 Sequoia Interface Definition Language. . . .. ... .. 55
5.3 Data TYPeS . . ot e e 56
5.3.1 Primitive TYPES . . .o 56
5.3.1.1Characters . ... 56
5.3.1.2B00l€ans. . . . . ... 56
5.3. 1.3 INtEgerS. . . .o e 57
5.3.1.4 Floating-Point Numbers. . .. ....... ... ... L 57
5.3.2 Aggregate TYPeS . ..o i i 57



5.3.2. L StNGS .« oottt 57

5.3.2.2 SIUCIUIES . . . . . 58
5.3.2.3StatiC Arrays. . . .. oo 58
5.3.3 DynamiC ArrayS. . . oottt 58
5.3.4 StreamsS. . ..o 59
5.4 COMPONENES . . ot e 60
5. POIL. . . 62
5.6 CONNECHIONS . . ..ottt 64
.7 COrE . 65
5.8 Comparisonto CORBA and CCA. ... ... ... . i i 66
The Aspen Specification. . . ... . . 68
B.1  OVEIVIEW . . .ottt 68
8.2  SBSSIONS . . o 70
6.3 Operator Interface Definition Language . . ........... .. ... 70
6.4 SeSSION Manager . . ... it 71
6.5 Operator Provider. . . . ... 72
6.6 Resource Allocation. . .. ... 74
C++ Language Binding. . .. ... ..o 75
7.1 Data TYPES. . . 76
7.1.1 Primitive TYPeS . . .o 76
7.1.2 Aggregate TYPES . .. ..ottt 76
7.0, 2. L StINGS . oot 76
7.01.2.2 SUUCIUIES . . . o o e e 76
7.1.2.3 StatiC ArraysS. . ..ot 76
7.1.3 DynamiC AITaysS. . . .o oottt et 77
T.1.4 SUeaIMS. . . oo 78
7.2 COMPONENTS . . . oottt 78
7.3 POMS . . 79



7.4 CONNECLONS . . . ot e et e e e e e e e 79

7.5 COrE . . 81
Implementation. . . ... .. . e 82
8.1 Instantiation ISSUES. . . . . .. oottt 82
8.1.1 ComponentCode Format. . ........... ... ... 83
8.1.2 Core Style. . ... 84
8.1.3 Normal. .. ... 85
8.1.4 Embedded ......... ... . .. ... 85
8.1.5 BoUNd. .. ... . 86
8.2 Channels. . ... ... 87
8.3 Protocol Objects. . .. ... 88
8.4 Protocols as CompoNentS. . . ... .. e 90
8.5 Serialization. . .. ... 92
8.6 Multi-Endpoint Sliding Window Protocol. . . ............ ... ... ... ..... 95
8.7 ULIlItIeS. . . .o 99
8.7.1 Locking /O . . ... 100
8.8 Thread ... ... .. . 101
8.8.1 C++Start ROULINES. . . ... 102
8.8.2 Thread Cancellation. .. ....... ... . . . . i 102
8.9 Debugging MalloC. . . ... 105
ReSUIS. . . o 107. . ..
9.1 PerformancCe. . . .. ... 107
0.0, T eSS . .ttt 107
9.1.1.1CallSpeed . ... ... 108
9.1.1.2Throughput. . . . ... e 109
0.1.1.3 CONCUITENCY . v v ittt et et e e e e 109
0.2 DISCUSSION . . vttt et e e e 112
9.3 Sample Application . . . ... . 112



0.4 CoNnClUSION . . . ..t e 114

9.4.1 Flexibility. . .. ... 115

9.4.1.1Execution Models .......... ... . . . 115

9.4.1.2 Communication Protocols . . . ........ ... .. . ... 115

9.4.1.3 Separation of User Abstraction from Implementation. . . . . .. 116

9.4.2 Usability. . ... .. 116
9.4.2.1 Peer-to-Peer Relationships. . .. ......... ... .. .. 116

0.4.2.2 SECUNMLY . .ot 116

9.4.23Collaboration . . ........ ... . . 117

9.4.3 Performance. . . ... 117
10 CONCIUSION . ..o 118
10.1 ContribULIONS . . . .. 118
10.2 Future WorK. . ..o 121
10.2.1 Distributed Futures. . . ... . 121
10.2.2 Heterogeneous Streams . . ... .o i it 121
10.2.3 Extended Streams. . . ... oottt 121
10.2.4 Broadcasting . ..ot 122
10.2.5 Memory Management . . . ... 122

Xiii



CHAPTER 1 Introduction

The rapid advance of computer technology over the last several decades has greatly
impacted many aspects of modern life [54]. Many of them are obvious, such as the World
Wide Web; others are not, such as the new drugs developed with the aid of computational
power that would have been unimaginable only 50 years ago.

Rapid progress, however, also implies rapid change. The effects of this rapid change
range far and wide, but are especially profound in the development of computer software.
Rapid change results in software constantly being redesigned, reengineered, and rewritten.
This is costly, time-consuming, and introduces bugs. Software components have been pro-

moted as one step towards reducing these problems.

1.1 Software Components

A fundamental approach to any difficult problem is to find abstractions that can be decom-
posed into less difficult subproblems. In mathematics, for example, a complex theorem is
built up from a series of lemmas. In computer science, divide-and-conquer is a fundamen-
tal paradigm for algorithm development. The assumption here is that complexity can be

localized. This technique has been applied to computer software in a number of forms.
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An early form of decomposition is procedural decomposition. In this view, a program
is a series of steps. If a problem requires too many steps to be comfortably managed, it is
decomposed into a set of subproblems. This is recursively applied until the number of
steps in a subproblem can be comfortably managed by the programmer.

This technique works well to a point, but becomes increasingly difficult to maintain as
the problem size becomes larger. The difficulty occurs because the steps are decomposed,
but not the data. The result is that maintaining correctness becomes increasingly burden-
some, because unknown or forgotten dependencies may span hundreds of seemingly unre-
lated functions. Object-oriented programming (OOP) was developed in part to solve this
problem.

OOP further applies the principles of abstraction and decomposition to software devel-
opment. One of its tenets is that both procedures and data should be abstracted and encap-
sulated into a concept called a@pject That is, OOP decomposes not only the steps but
also the data. OOP should not be seen as replacing procedural programming, but rather as
generalizing its ideas.

Though some would debate its success, few would deny that OOP has become a well-
known paradigm. It has helped formalize and bring to the forefront such ideas as separa-
tion of interface from implementation, encapsulation, and software contracts.

OORP is not, however, a panacea [66]. Partly this is because OOP is prinpaoHy a
grammingmethodology. As such, it doesn't attempt to address some of the broader issues
associated with today’s computing environment. For examples, objects are reusable at the
programming level, but not at the end-user level. Thus, reusing an object generally
requires programming skills. Another issue not addressed by most object models is dis-
tributed operation. Popular languages such as C++ require additional semantics and speci-
fication to support distributed objects.

Software components were introduced to address some of these issues. Components
do not replace objects, but are an application of the ideas behind OOP, such as abstraction

and encapsulation, to the broader issues mentioned above. No agreed upon definition of
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software components exists, so rather than attempt a definition, this dissertation will gen-

erally assume that they have the following characteristics:

Independently deployable A component can depend on another component for correct
operation, but it still must be possible to install and upgrade it individually. Furthermore,

this deployment should not require programming skills.

Reusable by third-parties.Components can be reused in different applications by the
end user. Such interchangability is crucial to making them effective at coping with rapid

change.

Connectable by third-parties. Components can be connected to one another in a fashion
similar to stereo components, or hardware modules. This allows the end user to solve com-

pletely new problems from existing components.

Large granularity. A component generally encapsulates more functionality than an

object. Most components will be implemented internally with many objects.

Inherently Distributed. Remote operation is an inherent characteristic of components.
This means that local operation is a special case of normal operation, rather than vice
versa. This characteristic forces a degree of encapsulation that often makes components

easier to use even in the local case.

Note that some of the component systems discussed in this dissertation do not strictly
meet these characteristics. They share enough of them, however, that they are still suitable

for comparison and contrast.
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1.2 The Grid

The grid [13] is a grand plan for the future of scientific computation. The tgichcomes
from analogy to the electrical power grid, and grid computation likens computational
resources to electricity. Computational resources should be dependable, consistent, and
ubiquitous. The user of the computational power should be unaware of its exact source.

Like the electrical power grid, the computational grid will require significant infra-
structure, both software and hardware. On the grid, resource management and scheduling
cannot be accomplished by logging-on to the desired machine and checking to see if it is
idle. Reliable and pervasive services must be in place to autonomously locate computa-
tional resources; retrieve data from disparate locations; perform the computation; and
return the results to the user. All of this should take place without the user being aware of
the details of geographical locations.

The grid will be a complex system composed of interoperable, distributed parts. To
allow maintenance and changes to the grid without interrupting operation, the parts will
need to be independently deployable. These requirements suggest components as the para-

digm for building the computational grid.

1.3 Roles

The adoption of software components affects the whole software process, and their use
involves a number of different people in varying roles. Because the amorphousézrm
is often not sufficient to unambiguously specify the relevant role, this section defines addi-

tional terms. Note that one person may at different times fill each of the roles.

1.3.1 Component Developer

The component developer is the person actually writing the component code. She must

have programming skills, and is either a domain expert or working closely with one.
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1.3.2 Application Assembler

The application developer is not a programmer, but has computer administration skills.
She builds a complete application from various components. She can compile and install

components.

1.3.3 End User

The end user uses the application to solve a domain-specific problem. She may or may not
be aware of the component nature of the application. She knows how to use the user inter-

face, but may not know how to install new components.

1.4 Contributions

This dissertation proposes and investigates different models for component computing.
These models emphasize tightly-coupled, grid scenarios where concurrent execution of
components is important for meeting performance requirements. The goal is not perfor-
mance alone, but a balance between performance, ease-of-use, and extensibility.

Standard component architectures have enjoyed significant success, but most have nat-
urally tended to focus first on business applications. Their target market is managers and
developers whose main desire is using them to develop a marketable application in a
timely manner. Thus, many current component systems tend to be conservative and opti-
mized for today’s computing environment, which reduces their extensibility.

The high-performance computing community is also developing a number of compo-
nent systems. These do emphasize performance and suitability in a grid environment, and
this dissertation uses them as a starting point for investigating new models, with an
emphasis on scenarios where pipelining and and tight-coupling are important. Collobra-
tion and visualization are two such scenarios.

The contributions of this thesis are divided into two categories. Some of them are part

of the specification, and some of them are part of the implementation.
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1.4.1 Contributed by the Specification

1.4.1.1 Separation of Connections and Ports

The standard component architectures that allow connections to be made between ports do
not provide a clear distinction between the use of ports for rendezvous and for communi-
cation. This tends to make communicating with long-lived, well-known grid components
awkward, because two distinct components cannot make two distinct connections to the
same port. Additional mechanisms are usually necessary to coordinate additional ports for
additonal connections.

This dissertation borrows from the TCP/IP protocol to separate the notion of connec-
tion and port. In this model, multiple distinct connections can be made to the same port.
Rendezvous to long-lived services can then be accomplished by the use of well-known

port names. This simplifies the procedure for connecting to a long-lived service.

1.4.1.2 Two-way Connections

Though some component architectures allow components to be connected, the connec-
tions are one-way in that the connection only permits one component to call the other, and
not vice versa. Though this suffices for many applications, applications that require a bi-
directional relationship then require the creation of two connections between the compo-
nents. The establishment and verification of such connections places an additional burden
on the component developer that could be handled in the underlying component architec-
ture.

In a two-way connection, each component can call the other through the one connec-

tion. This simplifies the creation of relationships that are inherently bi-directional.
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1.4.1.3 Unified Interface

Standard component architectures have largely been built as extensions to traditional OOP.
They view components as having one or more interfaces. Each interface is a set of func-
tions which may be called on that component.

While this provides programmers with a familiar programming model, it does not
extend so well to peer-to-peer relationships. In these situations, both ends of the connec-
tion must satisfy certain requirements. Since these requirements may be different, two sep-
arate interfaces are required to specify the relationship. These interfaces are dependent,
since neither can be used independently without the other. Usually, however, this interde-
pendence cannot be explicitly specified. Verification of a proper peer-to-peer connection
must then be handled by the component developers with additional code.

This dissertation proposes usiagified interface$o specify connection types. Unified
interfaces specify the functions provided by both sides of the connection in one interface.
The obligations of both sides of a relationship can then be specified by a single interface,
and two-way ports allow the relationship to be established by a single connection. The
interdependence between the two sides is now explicit, and can be verified by the middle-

ware, rather than left as an additional burden to the component developer.

1.4.1.4 Streams

Standard component architectures use remote method invocation (RMI) as the execution
model, which presents remote execution as a local method call. Though this provides a
familiar paradigm for programmers, it can be awkward for obtaining concurrency. The
remote peer cannot begin execution until all of the arguments have arrived. This can be
lengthy if the arguments are large. Dividing large data sets into smaller pieces can help,
but requires complex synchronization because each RMI typically executes in a separate
thread.

This dissertation proposes tlstiteamssupplement the RMI execution model to pro-

vide a more intuitive mechanism for concurrency. Streams allow data to be transmitted
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after the remote peer has started the method invocation, but before it has completed. The

remote and local execution can thus occur concurrently.

1.4.1.5 Operators

Components are not only useful for the implementation of applications, but also as a
means of expressing solutions to specific problems. Thus, they can form part of the user
interface, and be directly manipulated by the end user.

Unfortunately, these user interface components do not always map well to components
as used at the implementation level. At the user interface level, a component may be a very
simple operation, such as scaling the brightness of an image. At the implementation level,
however, components tend to be fairly expensive, since they are designed for networked
operation. This mismatch can incur performance penalties.

As an alternative, this dissertation explicitly recognizes that user interface components
are distinct and orthogonal to implementation level components, and provides a specifica-
tion to layer user interface components, catipdrators on top of implementation com-
ponents. This specification allows an operator to be implemented internally to a
component, thus providing increased opportunities to use implementation-specific optimi-

zations.

1.4.2 Contributed by the Implementation

In addition to the specification, a number of contributions are described as part of the

implementation.

1.4.2.1 Multi-Endpoint Sliding Window Protocol

The traditional sliding window algorithm is commonly used in protocols such as TCP/IP
to implement reliable byte streams on top of an unreliable datagram protocol. It assumes,
however, that streams are created relatively infrequently. Initiating a sliding window con-

nection for every stream would be too costly for an application that depended heavily on
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streams. Naively merging multiple streams into one sliding window session results in all
streams halting when a single stream is delayed.

By separating the flow control from the reliability mechanism, however, this disserta-
tion multiplexes multiple streams into one sliding window session. Each stream is flow-

controlled separately, but all streams share a common sliding window.

1.4.2.2 Extensible Protocol Architecture

The dramatic growth of the Internet has spurred the development of numerous communi-
cation protocols. Though this rapid pace brings much needed improvements, it can also
result in a constant struggle to keep up.

This dissertation presents an architecture for the dynamic loading of new protocols
without requiring recompilation of components. This allows end users without program-
ming skills to utilize new protocols developed by third parties, and encourages research
and experimentation. The architecture also allows protocols to be layered arbitrarily

within the abstract communication requirements of each protocol.

1.4.2.3 Programming Support

This dissertation also contributes a number of support packages for the implementation
and debugging of multithreaded component code. These include atomic I/O, a C++-

friendly thread class, and a debugging memory allocator implementation.



CHAPTER 2 Related Work

Software components have two related, but distinct interpretations. One interpretation sees
components as a user interaction paradigm, the other as a rapid application development
technique. The former interpretation has derived a category of visual programming lan-
guages used in problem solving environments (PSEs)[14], while the latter has driven the
development of various distributed component architectures.

Note that these two interpretations are orthogonal. A visual programming language
could be implemented as a monolithic application, and an application assembled from

components could present a traditional task-oriented graphical user interface.

2.1 Problem Solving Environments

Traditional programming languages rely on abstract symbols to express the flow of control
and information within a program. Though powerful, such languages fail to utilize some

of the powerful capabilities of our visual system. Humans are very good at things like pat-
tern recognition, or picking the one red square out of a hundred blue squares, but they are
very poor at tasks such as scanning a thousand lines of source code for the single instance

of the integer constant 2 instead of 1.

10
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Visual programming languages attempt to address this issue by expressing program-
ming constructs through graphical rather than textual symbolism [60]. For example, in the
data flow paradigm, data rather than control flows through a program, and such flows are

represented by a line drawn from one point to another.

2.1.1 AVS

AVS [1,2,23,24,25,26,27] is a popular visual programming language system for scientific
visualization. The fundamental component is called a module, and modules communicate
with each other through a data flow paradigm. Two versions of AVS are currently being
maintained: AVS5 and AVS/EXxpress.

AVS5 was released in 1993 and is the last version of the original AVS architecture.

The AVS5 system consists of the kernel and modules. The kernel contains the user inter-
face and the control logic. The modules perform the application tasks. Generally, the ker-
nel runs as a separate process from the modules, though some standard system modules
are built into the kernel. The modules themselves can either each be a separate process, or
modules can also be linked together to form one executable. Modules can run locally or
remotely.

When run on the same machine, modules can communicate via shared memory. Mod-
ules on different machines communicate via TCP/IP. No mechanism exists to ensure that
these communications are secure.

AVS/Express was developed to address some of the efficiency issues of AVS. Modules
can run in the same process as the kernel, reducing context switches and data copying. To
further reduce data copying, the concept of an object store was introduced. Rather than
passing data directly from one module to another, modules access data through the object
store. The object store then uses global information about the data dependencies to mini-

mize extra copies of data.
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2.1.2 IRIX Explorer

IRIS Explorer [44] is another popular visualization system based on the data flow para-
digm. Originally developed by SGl, it currently is developed and marketed by the Numer-
ical Algorithms Group.

As with AVS, IRIS Explorer uses the term module to denote components. The user
interface and control logic runs in a process separate from the modules. Modules can each
runin a separate process, or multiple modules may be linked together into one executable.
Modules running on the same machine communicate via shared memory managed via ref-
erence counting. Modules can also be run remotely. No security mechanism is available to
protect communications in such a situation.

A set of standard data types are predefined, but users can add their own with a
Scheme-like type definition language.

In addition to the standard data flow features, IRIS Explorer is the only one of the pop-
ular data flow systems that includes support for collaborative applications. Users at remote

sites can collaboratively construct maps and control modules.

2.1.3 Data Explorer

Data Explorer [28,29,30,31] is yet another data flow visualization system. Originally
developed by IBM, it has recently been released as an open-source project.

Modules can run “inboard”, “outboard”, or “runtime-loadable.” Inboard modules are
actually linked in with the main executable. Outboard modules are separate executables.
Runtime-loadable modules are dynamic objects (explained in Section 8.1) that are dynam-
ically linked into a process on demand.

As with the other systems, modules running locally communicate via shared memory

managed via reference counting. Remote modules communicate through insecure sockets.
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2.1.4 SCIRun

SCIRun [49,50] is a visual programming environment for solving problems in computa-
tional steering and visualization. It is also based on the data flow model, and like the other
PSEs, passes data between local modules via shared memory managed by reference-
counting.

Modules can be run remotely, but they must run in an instance of the SCIRun execut-
able as slaves of the local master. No support is provided for securing networked commu-

nications.

2.1.5 Khoros

Khoros [35], from Khoral Research Incorporated, is also a visual programming system. It
features strong support for image processing applications. Though also based on the data
flow paradigm, it differs from other systems in that it features a services-based toolkit
architecture.

The component model is relatively simple. Each module has a number of data input
and output ports. Each module can also have a control input port or output port. These are
used to sequence execution. If the control output of module A is connected to the control
input of module B, then B cannot execute until A has finished execution.

The input data ports are either required or optional. The inputs are usually distin-
guished, that is, they are not the same kind of inputs. For example, a image display compo-
nent might have the image bits come in on one port and the colormap on another.

All modules have a command-line interface, and can actually be run without using the
visual environment.

Modules run as separate programs, then exit. Usually, each run requires the starting of
a new process. With additional programming, developers can also write “continuous-run”
modules that do not need to be restarted with every run.

Communication can occur via a number of mechanisms, including shared-memory for

local modules and sockets for remote modules.
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2.2 VU

VU [53] is a visualization system developed at the Centre for Research on Computation
and its Applications in Montreal, Canada. Though neither a visual programming language
nor a component architecture, it is noteworthy in that it uses a visualization language that
is not based on the data flow paradigm.

Instead, the visualization pipeline is specified through a visualization language. The
language has two types, a support, which specifies a subset of the geometry, and the entity,
which specifies a graphical representation of extracted information.

The support specifies “where” one wishes to view information, and acts like “probe”
into the geometry of the problem domain. A typical support might be the plane at z= 0.

The entity specifies “what” one wishes to view and how one wishes to view it. A typi-
cal entity might be isolines of pressure.

Though novel and very good at what it does, the visualization language is insufficient
for conveying more complex visualizations. The expressions are limited to a support plus
an entity and are not user-extensible.

The internal architecture consists of two processes communicating via shared mem-
ory: an OpenGL visualization server and a Motif menu client. The server extracts and pre-
sents data, and the client provides the user interface. Because the two processes

communicate via shared memory, they cannot be run on different machines.

2.3 Component Architectures

Software components require many services to perform their functions. These services do
such things as serialize data, establish connections, and manage lifetimes. Component
architectures promote interoperability and reduce duplication of effort by standardizing
these services. Without a component architecture, components could not realize most of

the benefits ascribed to them.
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An important concept in component architectures is the compoaetginer A con-
tainer is the runtime environment responsible for mediating interactions between a compo-
nent and services. A well-designed container can provide features such as persistence and
transaction control without the component developer having to explicitly develop code to
call such services, which can greatly reduce development time.

Many component architectures also allow components to be connected through ports.
Though the terminology is the same as that of the data flow paradigm, the semantics are
different. Borrowing from CORBA's terminology [45], we define two complementary
kinds of portsfacetor receptacleA facet is a named instance of an interface provided by
the component. A receptacle is a named, bindable reference to an interface instance. Con-
nections must be made from a facet to a receptacle. Making such a connection binds the
reference represented by the receptacle to the interface instance specified by the facet.

A facet is sometimes termegeovidesport because it provides an interface instance.
Likewise, a receptacle is sometimes callegesport because it uses an instance. This
document will use the terms interchangeably.

Note that ports relate interfagestancesnot interfaces. Thus, a component may have
two facets which actually support the same interface. Each facet is still unique, however,
because the effects of calls to that port have different effects. For example, a component
representing a stereo display device may have one facet for the left image, and another
facet for the right image. These facets have the same interface, but they are clearly two dif-
ferent facets.

Since interfaces are usually implemented as objects, a facet is often simply an object,
and a receptacle is a remote object pointer. Connecting the ports then ultimately means
setting the remote object pointer to point to the remote object.

Examples of component architectures include Enterprise JavaBeans, CORBA,
DCOM.
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2.3.1 Enterprise JavaBeans

The Enterprise JavaBeans (EJB) [41] architecture was developed by Sun to support three-
tier business applications. Its goal is to provide a comprehensive set of services to enable
the rapid development of networked business applications.

The three-tier distributed object architecture consists of a presentation first tier, busi-
ness logic in the second tier, and a database back-end as the third tier. Beans are compo-
nents in the middle tier that represent the nouns or tasks in typical business transactions.
Communication is through Java Remote Method Invocation (RMI) over the CORBA
Internet Inter-ORB Protocol (110P).

In the EJB architecture, services are not accessed explicitly by the bean developer, but
rather are provided implicitly by the container. The container is an architectural layer that
regulates all aspects of bean activity. So, for example, a bean developer does not call a per-
sistence API within her code, but rather she provides the container a mapping of bean
fields to database fields [43]. When the container decides that it needs to store a bean to
persistent storage, it will use this mapping to issue a store request to the database back-
end. Thus, the container automatically manages all consistency and lifetime issues.

EJB does not provide any support for ports or connections. Thus, for example, EJB
does not support changing the isosurface algorithm used by a visualization application by
simply connecting it to a different isosurface bean. An application developer could still

provide this capability, but it would be implementation-specific.

2.3.2 JavaBeans

The JavaBeans [20] specification was developed by Sun to provide Java application devel-
opers with toolkits of beans from which they could rapidly develop applications. The pri-
mary focus was on user-interface components, though this is not a strict limitation.

Though beans can work in a distributed fashion, the APl was not designed to be effi-
cient for distributed beans. It primarily targets beans running within one JVM.

As with EJBs, the JavaBeans specification does not provide ports or connections.
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2.3.3 DCOM

The Distributed Component Object Model (DCOM) [68] is Microsoft's component archi-
tecture. Robust and comprehensive, it enables the tight coupling between application and
operating system for which Microsoft is both loved and hated.

A DCOM obiject supports a set of interfaces which other DCOM objects may use.
Each interface in turn supports a set of methods. Note that a DCOM object is usually
implemented by more than one C++ object.

Interfaces are defined using the Microsoft Interface Definition Language (MIDL),
which is based on DCE IDL. The definitions are compiled to gengrateesandstubs
When a COM object makes a remote method call, the proxy is responsible for marshalling
the parameters and sending the call across the network. On the remote end, the stub
unmarshals the parameters and calls the correct local object.

An interface may inherit from another interface. In fact, all interfaces must inherit
from the IlUnknown interface, which forms the root of the interface hierarchy. Implemen-
tation inheritance is not supported. The IUnknown interface is also used to query the com-
ponent about what other interfaces it supports.

An object may contain another object. In this case, the outer object explicitly forwards
method calls to the inner object. DCOM also supports aggregating objects. In this case, the
inner object’s methods are publicly exposed without clients being aware that they actually
belong to an inner object rather than the outer object.

A DCOM object may also be connected to another DCOM object. This differs from
one object simply using the interface of another through an object reference in that the use
is made public as a connection point, and that connections may be made by a third object.

DCOM objects are deployed in binary packages called components. In addition to the
object itself, a component contains code to manage object lifetimes and registration. Dif-
ferent packaging is used depending on whether the component is intended to run in the

same process as the client, or in a separate process.
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Like the monarchies of Europe past, Microsoft products realize significant advantages
through inbreeding, and DCOM is unfortunately no exception. This proprietary nature

limits its portability and general applicability.

2.3.4 CORBA Component Model

The Common Object Request Broker Architecture (CORBA) [45,21] was developed by
the Object Management Group to provide a language and platform independent distrib-
uted object architecture. In 1999 they approved an extension to CORBA called the
CORBA Component Model (CCM).

The CCM adopts selected features from both EJB and DCOM. Like EJBs, a CORBA
component type has a home object that is used to manage life cycle issues. Like DCOM, a
CORBA component has multiple interfaces with methods to navigate among them.

Ports are an important concept in the CCM, and the port terminology used earlier in

fact comes from the CCM.

2.3.5 Common Component Architecture

The Common Component Architecture (CCA) [9] is an effort by the DOE and a few uni-
versities to encourage interoperability between software developed by the different
national labs. The emphasis is on simplicity and performance. The specification is still in
the early stages, and so is likely to change.

Central to the CCA specification is the notion of a framework. Essentially, the CCA
addresses much of the programmatic interface between the component and component
architecture, and considers everything else to be part of the framework.

The CCA specifies the behavior of uses ports and provides ports. Ports may be con-
nected in -1 or 1-n manner, and they may be connected by a third party. Connecting one
uses port to more than one provides port requires that no methods have return values.

As it currently stands, the CCA only addresses the source-level interface between the

component and the framework. Thus, interoperability between two components is not
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assured if they are running in different frameworks, since incompatibilities may exist in
the network communication protocol.

Even at the source-level, “plug-and-play” does not yet exist. For example, the CCAT
implementation by Indiana University requires that the “main()” entry point in the execut-
able execute component-dependent code that is not addressed by the CCA. This means
that a component written for a different framework cannot simply be recompiled for the

CCAT framework without rewriting any source code.

2.4 Discussion

Though each is successful in their own domain, the systems described above are not gen-
eral solutions for developing grid-based, high-performance applications. The PSEs simply
lack much of the required functionality. The component architectures come much closer,

but have generally focused on business applications.

2.4.1 PSEs

PSEs such as AVS have demonstrated their value in the marketplace, and they clearly meet
their design requirements. The goal of this dissertation, however, is not to design a system
better than AVS, but to design a component architecture on top of which something like
AVS could be built. And for that, the PSEs are ill-suited. For example, implementing AVS
on top of SCIRun would be of little value and far outside the intended purpose of SCIRun.
A PSE actually defines two interdependent but distinct programming specifications:
theexternalprogramming specification and timéernal programming specification. The
end-user employs the external specification to define and solve her problem. This specifi-
cation is defined by the visual programming language and typically involves manipulating
icons of some kind. The module developer, on the other hand, uses the internal specifica-
tion to implement new modules. This specification is defined by the module-writing API,

and is usually based on traditional programming models. Of current PSEs, neither the
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internal nor the external specification is appropriate for developing grid applications,
albeit for different reasons.

The external specification cannot be used for the simple reason that it is an abstraction
designed only to specify and solve the problems of end-users. New components cannot be
reasonably implemented using the external specification.

The internal specifications of current PRfas be used to develop new components,
but they were never intended as grid architectures. A PSE targets a specific problem
domain, and, consequently, adopts programming paradigms that model the approach of
practitioners in that domain [14]. This results in a natural and intuitive environment for
users, but one which lacks much of the functionality necessary for implementing a grid

application. This functionality includes:

Remote method invocationSince they were never intended as a general
component architecture, components (modules) within a PSE can interact
only in very limited ways. For example, the ubiquitous data flow paradigm
is intuitive for end users, but cumbersome for general component interac-
tions. Often, correct operation requires synchronous indication that an
action has been completed. Also, many interactions require return values
from the remote component. These features are commonly provided
through a remote method invocation model. Though the two models are
formally equivalent, the data flow paradigm serves better as a high-level

abstraction, while the RMI model functions better beneath the hood.

Distributed control. Visualization PSEs generally have a two-part archi-
tecture. What is commonly called the kernel contains the user interface and

control. Modules form the other part.

The kernel controls the execution and life cycle of components. Though
convenient for PSEs, this centralized control is not appropriate for grid

applications. These applications may need to operate in an autonomous
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fashion. They may have millions of components, which would make the
kernel a bottleneck. Two cooperating components may belong to different

security domains, which would make centralizing their control impractical.

For a grid-enabled component architecture, the control model is most
appropriately specified separately. This allows the different application

domains to choose the most appropriate model.

RobustnessGrid applications need to work over wide geographic areas
and for long periods of time. Networks and machines can both go down.
None of the current PSEs can reconnect components that have been discon-

nected because of failures.

Security. Many grid applications process sensitive information. To protect

such information, security features such as authentication and encryption
need to be available. Other grid applications may control critical processes.
Such applications employ digital signatures to insure that a malicious party

is not interfering.

Lifetime. Grid applications may use components from widely disparate
sources and at widely different times. This requires the ability to find, start,
and stop components that may come from different institutions and be
installed on a variety machines. Visualization PSEs utilize only local direc-

tories, and cannot scale to such a level.

If current PSEs do not have these features, why not simply add them? This is a valid
guestion, and the answer is that doing so would needlessly complicate these PSEs. Their

users do not want to be exposed to such features.
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2.4.2 Component Architectures

Most component architectures have been developed for business applications, and do not
in general address issues important to high-performance computing (HPC). Instead, these
architectures have tended to focus on such issues as persistence, transactions, security, and
life cycle management. While these issues also apply to HPC, other issues that are crucial
to HPC, such as pipelining, bandwidth, and experimental test beds, tend to receive less
attention.

All of these architectures employ remote method invocation as the dominant program-
ming paradigm. While appropriate for most tasks, RMI has the disadvantage that execu-
tion cannot begin until all of the arguments have been received. This makes implementing
pipelined parallelism awkward at best.

In addition to targeting a different application domain, some of the architectures also
have subtle differences in their role during the development process. Architectures such as
EJB do not encourage applications to expose their component nature to the end-user. This
is reflected in their lack of ports and connections. Without these features, an end-user can-
not reconfigure an application by plugging in a different component. Of course, such fea-
tures could be built on top of EJB and provided separately to the end-user, but this is in
contrast to other architectures, such as the CCA, which have direct support for ports and
connections.

Collaboration is also an important element of grid applications, and the ability to
dynamically add ports simplifies its implementation. During a collaborative session, dif-
ferent users may be authorized for different capabilities. Some may only be authorized to
process and view data; others may be authorized to remotely control experimental appara-
tus. Since users may connect and disconnect at anytime, using a dynamically created port
for each user is a natural and simple solution. The CCA is the only architecture able to

dynamically add ports.
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An important role of component architectures is their use as test beds. RMI protocols
are still undergoing rapid change, and an architecture should be flexible enough to allow
developers to add protocols. No component architecture is currently addressing this issue.

Of the current component architectures, the CCA is most suited for HPC, since it was
designed with HPC specifically in mind. Extending it in directions more familiar to HPC,

such as message-passing, may make it easier to use, however.

2.5 Summary

Visualization PSEs are very good at solving their intended problem. They are not
designed as component architectures, however, and using them to implement a grid appli-
cation would be difficult if not impossible.

Current component architectures have a varied set of features. Some of them are
appropriate for grid applications, but have not treated real-time interaction as an important
issue. None of them, however, are amenable to being used as a test bed, which is one of the

goals of this dissertation.



CHAPTER 3 Design Goals

Though current component architectures offer significant advantages, a thesis of this dis-
sertation is that the performance of both the component developer and the running applica-
tion can be improved by offering more appropriate programming abstractions. This
chapter specifies the goals that a component architecture should attempt to satisfy.

Some of the goals require active support from the component middleware. Others
require only that component architecture be amenable to its pursuit. This dissertation

intends to provide the former and allow the latter.

3.1 Flexibility

A component architecture is an infrastructure on which to build a wide variety of applica-
tions. Each application might use different paradigms, networks, and languages. Thus, a
high degree of flexibility is important. The architecture needs to “provide mechanism, not

policy” [56].

3.1.1 Execution Models

The execution model strongly affects the design of an application. At the most basic level,

it simply determines how components initiate and terminate computation, but the implica-

24
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tions encompass such things as control flow and how distributed computations are synthe-
sized into the final result. For example, an RMI model of execution might require a final
component to invoke methods on intermediate components to obtain the final results. For
efficiency reasons, these invocations should occur concurrently in separate threads, which
will require that some kind of synchronization be used to combine the results of different
threads.

A message passing model, however, requires only that the component code collect the
results of each component. Since each intermediate component is free to send these results
at any time, additional threading in the final component is not necessary to achieve con-
currency.

The component architecture need not actually incorporate all possible execution mod-
els, and doing so would probably produce an overly complex architecture. Rather, it only
needs to provide enough power and flexibility such that other models can be easily and

efficiently built on top of it. Models that should be supported are described below.

3.1.1.1 Data Flow

Traditional visualization problem solving environments support the data flow paradigm
[71]. In this model, data is seen flowing from component to component, almost as if on an
assembly line. Within each component, the data is processed and possibly transformed in
some way. New data can also be generated from input data. For example, a histogram
component could generate a histogram from a input data set. This histogram can then be
output to form the input to other components.

Data flow works well when analyzing previously computed data in a static, non-dis-
tributed setting. Control structures such as loops and if-statements tend to be awkward,
however. Such execution is usually implemented by the use of a sequence generator of
some kind. To loop from 1 to 10, for example, this generator would output the sequence 1,
..., 10. This sequence would feed, one at a time, into a data source of some kind. If, how-

ever, a downstream component needed the square root of the index, for example, the index
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would then need to be passed along with the other data, or the sequence would have to be
split into two separate streams, with one stream going directly to the down stream compo-
nent.

A pure data flow application can also use an excessive amount of memory, because it
allows individual components to be reexecuted independently of upstream components.
This means that each component needs to buffer its inputs, because it may be reexecuted
without being supplied new data. IRIS Explorer is one example of such a system [44].

Despite these problems, data flow’s intuitive concepts make it a popular paradigm for

small to medium sized applications that require a limited amount of dynamic behavior.

3.1.1.2 Message Passing

Message passing is a common paradigm for both parallel scientific computations and
operating systems. In message passing, communication is via messages that are sent from
one process to another. Usually, both processes must cooperate in the transmission. That
is, the source process must execute a “send” operation and the destination process must
execute a “receive” operation. Some forms of message passing allow one-way messages,
where the destination process does not need to participate in the transmission. The mes-
sage is automatically placed into the memory space of the destination [42].

Message passing has proven to be a very successful model. It provides a high-degree
of concurrency without the need for complicated synchronization.

Message passing can be seen as an extension to data flow that allows messages to flow
both ways. Typically, however, message passing is used as a parallel programming para-
digm while data flow is seen more as a user interface paradigm, especially for visualiza-

tion packages.

3.1.1.3 Remote Method Invocation

Remote method invocation (RMI) is designed to provide programmers with a model that

looks and behaves similarly to local execution. Calls that appear to invoke normal methods
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are actually transmitted across the network for remote execution. The return value from
the remote call is then transmitted back to the caller.

Besides using a paradigm familiar to all programmers, RMI simplifies distributed pro-
gramming by removing most if not all of the asynchrony. Though this is usually an advan-

tage, it also sometimes limits concurrency.

3.1.2 Communication Protocols

The communication protocol is crucial to both performance and interoperability. These
dual factors often oppose each other, and the result is that communication protocols are an
ongoing area of development and research. A component architecture thus must support
flexibility and extensibility in this area.

Note that the communication protocols described in this section are not all at the same
layer. Thus, an important goal is that any implementation be able to layer communication
protocols in an arbitrary fashion.

Below are examples of different protocols that an architecture should support.

3.1.2.1 TCP/IP

TCP/IP is thale factostandard, and thus must be supported. Since it is so widely avail-
able, it is considered a required protocol, and is used for initial negotiation between two

components.

3.1.2.2 Simple Object Access Protocol (SOAP)

SOAP [5] is an XML-based [6] protocol for exchanging objects over the network. Because
XML is widely supported, SOAP serves well aBrayua franca Performance can be poor,
but in situations where it is important, SOAP can be used to first negotiate a more efficient
protocol supported by both parties.

SOAP is also very useful in security-sensitive settings that restrict connections to arbi-

trary ports. Even in these settings, web servers are still almost universally available, and
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since SOAP usually uses HTTP as an underlying protocol, it can still operate in these envi-

ronments.

3.1.2.3 Virtual Interface (VI) Architecture

The VI architecture [10] is a specification developed jointly by Compaq, Intel, and
Microsoft to reduce the overhead of network communications. The goal is to promote
clusters and related systems.

The VI Architecture addresses two bottlenecks found in traditional networking archi-
tectures. The first is system call overhead. The VI Architecture exposes the hardware
directly to a user mode application (through a vendor-supplied API), thus eliminating the
need for a costly system call trap.

The second bottleneck is the protocol stack itself. Although most operating systems
allow low-level access to the networking hardware, such interfaces are device-specific and
usually place a high burden on the application programmer. Rather than forcing develop-
ers to choose between a high-level, high-overhead protocol like TCP/IP or raw access, the

VI Architecture provides an intermediate degree of standardization and reliability.

3.1.2.4 Asynchronous Transfer Mode (ATM)

ATM is a protocol that has seen some popularity in the telecommunications industry. Its
strength is its ability to deliver guaranteed bit rates for such things as digital audio. The
premise of ATM is that very small packet sizes enable the economical manufacture of fast
switches [61].

3.1.3 Separation of User Abstraction from Implementation

As noted in the introduction, components are useful both as an abstraction within a visual
programming language (VPL) and as an application development methodology.
As a VPL, the end-user manipulates components directly to solve his day-to-day prob-

lems. Here, component granularity is defined according to abstractions defined by the
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problem domain. Creating, destroying and connecting components should be very fast, on
the order of hundredths of a second. Invocation and communication costs must also be
low.

As an application development methodology, components are different. Granularity
will be dictated by efficiency and software engineering concerns. End users do not need to
be able to manipulate components.

Forcing each user interface component to be a separate implementation component
can severely degrade performance and limit the utility of user interface components. For
example, a visualization application might allow users to control the amount of data being
visualized through the components that implement such things as clipping planes. Nor-
mally, a clipping plane is a fast operation, and one could compose several of them with no
noticeable loss of frame rate. If each clipping plane were implemented as a separate com-
ponent, however, the overhead costs would be high.

By separating the user abstraction from the implementation, however, the overhead
can be greatly reduced. The user can request that the data be clipped by multiple planes,
but these operations are all implemented within one component. For interoperability, a
component architecture must specify how to manipulate such operations, but exactly how
these operations are composed within one component can be left up to each implementa-

tion, thus resulting in greater performance.

3.2 Usability Goals

Besides being flexible, certain basic functionality must be provided by a component archi-
tecture. This functionality serves to make the architecture practical in real-world environ-

ments. Some important functionality is described below.
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3.2.1 Peer-to-Peer Relationships

Traditional applications for networked computing have typically been based on a client-
server relationship. In this configuration, a server provides services to clients when
requested. The server is passive in the sense that it initiates no actions on its own. The rela-
tionship is ephemeral, and servers consider clients little more than a source of work.
Beyond the requirements necessary for its own internal consistency, a server is not inter-
ested in the status of its clients.

While this model fits many applications well, modern distributed computing has
moved toward the peer-to-peer model [47]. In this model, processes are partners working
together to provide computational power to the end user. Relationships are not one-sided.
Dependencies are intertwined, and no longer can one process treat its proper functioning
independent of the others.

A component architecture should consider peer-to-peer relationships the primary
mode of interaction, and make sure that such relationships are easy to establish and main-

tain.

3.2.2 Security

Because component computing often involves communication across various trust
domains, security is an important part of any component architecture. Mechanisms must
be in place to protect sensitive data and experiments from untrusted parties.

At the same time, efficiency is also a concern, so the security mechanism should allow
some degree of specificity. For example, a connection should not have to encrypt all data
all the time just because a password is occasionally transmitted.

Users should also be able to control at the user level who is to have what permissions.
Some users might be allowed only to connect to a component as an observer, while others

might be given full control. This control is known as authorization.
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Users must be allowed to control who can create operators, and who can access cre-
ated operators. Control must be fairly fine-grained. For example, a user might want others

to be able to see the output of a operator, but not change any of the settings.

3.2.3 Collaboration

One of the promises of grid computing is the access of geographically dispersed resources
as if they were local. Though commonly thought of as applying to machine resources,
human resources can also be dispersed, and to fulfill the promise of grid computing, a
component architecture needs to support collaboration (Section 2.2.5 of [13]).

Note that even local human resources can benefit from collaboration. Collaboration
features can allow people to cooperate on a problem yet retain the ability to work indepen-
dently. Each person can have their own keyboard, monitor and mouse. People no longer
need to crowd around a workstation while one person works the keyboard and mouse for
the whole group.

In general, support for collaboration is not directly supplied by the component archi-
tecture. Rather, the component architecture needs to provide the infrastructure necessary
to implement collaboration on top of it. For example, collaboration usually means con-
necting together components belonging to different users, so some kind of authentication
will be necessary.

Collaboration means different things to different people, and a number of different

kinds can be defined.

3.2.3.1 Mimicry

In this mode, one GUI is the master, while the others are essentially slaves. The slaves
mimic exactly what the master does, including mouse movements (probably using a “sym-
bolic” mouse, though, not the real mouse), mouse clicks (again symbolic), menus, scroll-

ing, etc. This mode might be useful for teaching in a classroom setting [16].
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Another use for it might be for something like remote researcher A showing remote
researcher B how to accomplish some task. Researcher B could slave his GUI to A's GUI.

Researcher A could then show B which menus to use, etc.

3.2.3.2 Shared Workspace

This mode would allow two or more people to simultaneously work with the same
components. On the GUI, the components would be layed-out the same on all GUIs. This
is to allow one person to be creating, placing and connecting operators in one area while

another person was working in a different area.

3.2.3.3 External connections

Under some situations, two people may be working mostly independently, but wish to

make one connection to a foreign component. The two work sessions remain independent,
and one person cannot see the components of the other. Since, in such a situation, the two
people may not completely trust each other, some kind of medium-grained access control

would be necessary to allow some degree of interoperation without granting full control.

3.3 Performance

Software components are about much more than performance, but that does not mean that
performance can be ignored. A component solution should not fare significantly worse
than a similar monolithic solution. Some of the different performance issues that a compo-

nent architecture needs to handle are described below.

3.3.1 Concurrency

Concurrency takes a number of different forms. Within a component, separate method
invocations should execute concurrently. Normally, this means that each invocation should

execute in a separate thread.
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Concurrency can also exist between components. For example, a problem may be
divided into two subproblems and handed off to two separate components executing on
different machines. The two components work on their subproblems concurrently.

Pipelined concurrency is another kind of concurrency that can occur between compo-
nents. This kind of concurrency occurs between components that represent stages of a
computation. Given a sequence of input, proper design will allow each component to work
on its stage independently.

Pipelined concurrency is crucial for reducing some kinds of latencies. For example,
consider a visualization pipeline with 3 stages per frame, each taking 100 ms of computa-
tion. Assume that the computation time dominants the total time of each stage. Then with-
out pipelined concurrency, the frame rate would be about 3 frames per second. With
pipelined concurrency, it would increase to about 10 frames per second. Generally speak-
ing anything below 2 frames per second is perceived as a series of images rather than as
motion. Between 2 and 7 frames per second is perceived as very jerky motion. Not until 7
frames per second does smooth motion begin [3,7,8,17,19,67].

Concurrent programming is inherently difficult, and distributed concurrent program-
ming is more difficult still. A component architecture should strive to not introduce artifi-

cial complexity into an already complex process.

3.3.2 Latency

Latency is especially important for interactive applications. Even small delays can inter-
rupt user’s thought processes and reduce productivity [12,40,69]. For some applications,
such as visualization, latency can reduce framerate, which is even more critical. A slow

frame rate can make a system completely unusable.

3.3.3 Parallelism

This dissertation approaches parallelism purely at the component level. It is either com-

pletely hidden inside a component, or it is obtained by having multiple components exe-
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cute simultaneously. For some situations, however, a somewhat different approach is
appropriate. Hiding parallelism completely within a component means that the component
architecture is unaware of it, which provides for simplicity, but also means that the archi-
tecture cannot parallelize such things as data transfers (sometimes called “collective 1/O”),
significantly impacting performance [59]. On the other hand, using multiple components
means that the application assembler or end user must deal explicitly with the parallelism.

Sometimes, however, treating all parallel components as one component is more natu-
ral. The end user sees and manipulates only one component, but when she connects two
sets of such components, she is in reality initiating parallel I/0O. Though this could in the-
ory be implemented without support from the component architecture if network connec-
tions totally unknown to the architecture are used, such I/O is naturally more portable and
easier to implement with support from the middleware [34].

This thesis does not consider the issue of parallel I/O. It is an active area of research,

however, and one that the CCA Forum is investigating [18].

3.4 Conflicting Goals

The goals of flexibility, simplicity and performance often form a triangle of compromise.
Initial improvements in these goals can sometimes be accomplished with relative ease and
independence, but once the easy decisions have been made, the goals increasingly conflict
with each other. Increasing one often decreases another.

Flexibility usually involves giving the user control over many operational parameters.
To a beginner, however, the number of options can overwhelm. Though this can be par-
tially overcome by default settings, some settings may have no sensible defaults, making
some configuration inevitable. For example, component architectures that use centrally-
located registries are flexible, but no sensible default exists for the machine name hosting
the registry.

Flexibility can also affect performance. Flexibility often requires factoring out func-

tionality and then encapsulating that functionality with an generalized abstraction. But
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abstractions, by their nature, hide details and often hinder optimizing across those encap-
sulation boundaries. For example, a flexible component architecture should properly
encapsulate the method used to send data across the network. This will allow different
methods to be used, even at run-time. But polymorphism always involves a degree of indi-
rection, which often prevents compilers from inlining the code, thus reducing optimization
opportunities.

Flexibility can even affect usability. For example, the pure data flow model of systems
such as IRIS Explorer store the data inputs to each component. This provides a great deal
of flexibility to the user, because she can change a components parameters and reexecute
just that one component. But this also means that the memory usage of the system may
become a multiple of the number of components. For a large data set with many compo-
nents, this simply becomes impractical.

Sometimes, artificial complexity results from choosing inappropriate layering or parti-
tioning. For example, a large piece of code may be split it into two libraries A and B to
make it more manageable. If A and B can be made independent, then this will simplify the
code greatly. If B can be made independent of A, but not vice versa, this will still be an
improvement. A can then said to be layered on top of B. If, however, A and B are still
interdependent after the partitioning, then the complexity may actually increase. Two
pieces of code with many interlocking dependencies between them can be harder to main-
tain than one piece of code (Figure 3-1). If partitioning a piece of code does not reduce
dependencies, then it is usually not beneficial.

Other kinds of complexity arise from performance enhancements. Getting the most
performance usually involves tuning various operational parameters. The optimal values
for these parameters are often dependent on such things as the machine architecture, the
communications protocol, the application, the network architecture, and so forth. Provid-
ing a high-performance architecture invariably means allowing a degree of tuning that

may be confusing to the inexperienced user.
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Figure 3-1. Partitioning a set of code does not always reduce simplicity. (a) The original
code. Each line represents a dependency from one part of the code to the other. A
dependency means that the dependent code must be modified if the depended-on code
changes. (b) This represents an ideal situation. After partitioning, the two sets, A and B,
are independent. (c) This represents a layered situation. After partitioning, A is layered on
top of B. (d) This represents the worst situation, where the complexity is only increased
after partitioning, since two physically disjoint pieces of code now have many
interdependencies.




CHAPTER 4 The Verdant Component
Architecture: Overview and
Motivation

Verdant is a component-based architecture for implementing scientific problem-solving
environments. Its emphasis is on exploring new paradigms for implementing tightly-cou-
pled, low-latency, peer-to-peer relationships. The goal is not just performance, but a bal-
ance between performance and ease-of-programming. Computer hardware improves every
year, but the human brain is unlikely to see advances nearly as dramatic.

Some of the questions it hopes to answer are whether or not a hybrid message-passing/
RMI model can simplify the implementation of pipelined concurrency and whether or not
the separation of connections from ports can simplify the implementation of peer-to-peer
relationships.

This chapter first presents a brief overview of Verdant. It then motivates the primary

features.

4.1 Overview

The architecture is divided into two separate specifications (Figure 4-1): Sequoia and
Aspen. The Sequoia specification encapsulates low-level operating system facilities with a

component model. It covers issues such as ports and communications. Aspen layers the

37
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operatorabstraction on top of Sequoia. Operators are an intermediate, lightweight entity

suitable for end user manipulation.

Application
Aspen Operator model
Sequoia Component model

Figure 4-1.Verdant layers.Sequoia provides the communication infrastructure. Aspen
layers operators on top of Sequoia.

The layering is strict in the sense that each layer only contains references to layers
below it. Thus, Sequoia can be used independently from Aspen. By itself, Sequoia is suffi-
cient to build applications using components. Aspen is intended to improve efficiency
when components are to be manipulated by the end user as part of the interface. Essen-
tially, Sequoia targets components as a design methodology while Aspen is designed to

assist the implementation of a component-based user interface.

4.2 Motivation

The concept of software components arose partly from the observation that modulariza-
tion and componentization have been instrumental in the development of other disciplines
[66]. This is especially evident in computer hardware, where computers are assembled
from a collection of components connected by various kinds of wiring. Thus, the ports on

a software component are to some degree analogous to the hardware ports. When a user

connects a hard drive to a port on a computer, she is indicating that the computer should

use this particular hard drive for its data storafiewise, when a user connects compo-

1. Ata more fundamental level, she is causing the signals that the computer has ascribed to that port to be sent to the
hard drive, and the signals that the hard drive has assigned to its port to be sent to the computer. This may be only a
subset of the actual storage-associated signals used by the computer, thus the identity of the set is important.
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nent A to component B as in Figure 4-2, she is indicating that the database needs of com-

ponent A should be satisfied by component B, rather than by component C.

Database
A

|| Database

Figure 4-2. The database needs of A will be met by B. C may be a poorer implementation,
or may be running on a different machine.

At a fundamental level, in both cases the user is merely assigning the destination of a
certain set of signals. In the hardware case, the signals are represented by voltage fluctua-
tions, while in the software case they are represented by method calls. In both cases, the
members of the set and the meaning of the set are specified by the designers.

A port then is a named set of signals. Connecting a port amounts to assigning a source
of the signals to a particular destination. It is this ability to quickly and easily rebind a
whole set of signals that gives component architectures much of their power.

Figure 4-2 is a basic configuration. Often, however, users wish to create something
slightly more complex, as in Figure 4-3. In this example, a scientist wishes to compare the
results of three simulations that are running simultaneously. To evaluate the simulations,
she is using two different visualization components, because each one was developed
independently and provides different functionality.

Although such a configuration seems straightforward to the user, quite a bit more
needs to be done by the component developer to support such a configuration. Figure 4-4
shows the actual ports and connections that must be managed by the component developer.

Certainly this complexity is not unmanageable, and some of itis inherent. However, by
extending and generalizing concepts and features of standard component architectures, the

Sequoia architecture reduces it. Part of the reduction comes from new approaches, and
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S1
Simulation
Visualizer Vi
S2
Simulation
Visuali V2
isualizer
S3
Simulation

Figure 4-3. The results of three different simulations are being compared. Two different
visualizers are being used because they each provide different functionality.

S1
Simulati
imulation Vi
Visualizer
S2
Simulation
V2
Visualizer
S3

Simulation

Figure 4-4.The actual work done by the component developer to implement the

configuration is considerably more complex. Hollow boxes represent uses ports, while

solid boxes represent provides ports.
part of it comes from factoring out complexity common to all components and moving it
to the component middleware, where it can be implemented once for all components
instead of reimplemented every time in the actual component code.

Determining the best stratification of software always entails conflicting design goals,

and component architectures are no different. Synthesizing lower-level abstractions into
higher-level ones can reduce expressiveness, but providing only low-level abstractions can

overwhelm the component developer with details and complexity. The problem becomes
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only more difficult when performance constraints run the length of the communication

channel.

4.2.1 Ports and Connections

Although the hardware analogy provides a useful way of thinking about components, fol-
lowing it too closely can make configurations like Figure 4-3 unnecessarily cumbersome.
Software inherently differs in ways that can provide considerable benefits if exploited
wisely.

At some level, a physical port is merely a bunch of wires. Because of this, if connected
to multiple other ports, it can distinguish between them for neither incoming nor outgoing
signals. An outgoing electrical signal encountering a fork in the conductor cannot be told
which branch to take, and an incoming electrical signal encountering a “merge” cannot
maintain its identity past that point. If we carry this into software components, as standard
architectures do, this means that if we wish to connect a component A to two other com-
ponents B1 and B2 that conceptually have the same relationship to A, but do not operate
completely in parallel, we must use a separate port. This is illustrated in Figure 4-5.

This works, but creates additional complexity. First, additional ports need to be cre-
ated, because data sent to B1 should not be seen by B2 and A needs to be able to distin-
guish the origin of any incoming data. Second, each of these ports must have a different
name. Since the name can be arbitrary, it must be transmitted somehow to the initiating
component. One way is to use some medium completely outside of the normal component
mechanisms.

Another way is to use a well-known port that is used only briefly. Before a new com-
ponent B3 connects to A, it first connects to the well-known registration port. From this
port it obtains a unique port name for its private use. It then disconnects from the registra-
tion port and reconnects to its private port. If two components attempt to use the registra-

tion port simultaneously, one of them will receive an error.
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Figure 4-5. Two connections require two ports. In (a), component A cannot distinguish an
incoming call from B1 from an incoming call from B2. Likewise, it cannot invoke a
method on B1 without also invoking it on B2. Essentially, the connections merge into one
at A's port. Thus, distinguishing between two connected components can only be
accomplished with separate ports, as in (b). Each of the ports must have a unique name.

Either of these methods requires significant additional programming. Furthermore,
this additional programming must be done by each component implementer, since it is not
part of the component architecture.

Sequoia extends standard component models by adapting the idea behind TCP/IP

ports to component communications. In the TCP/IP model, a port is only a means for ren-
dezvous [63]. Once rendezvous has occurred, communications take place through a con-
nection. Each connection is an independent communication channel. This is shown in
Figure 4-6.

1. To be precise, a TCP/IP connection is uniquely identified by the quadruple: IP number of one endpoint, port number
of one endpoint, IP address of the other endpoint, and port number of the other endpoint. Thus, it is not possible to
have two connections to the same port and from the same port on the same machines [22]. This is slightly different
from the Sequoia model, which does allow such connections.
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(b)

Figure 4-6.This sequence represents the steps to a Sequoia connection. In (a), the
connection is in progress. After the connection has been completed in (b), actual
communication takes place on a separate channel. In (c), two connections have been made
to the same port by different components. Note that for simplicity, multiply connected
ports are usually shown as in Figure 4-3, though Sequoia ports connected in such a manner
will actually be using distinct connections as illustrated here.

4.2.2 Unified Interfaces

Distributed software has traditionally relied on the client-server model to specify remote
interactions. In a client-server relationship, the client is active and the server is passive, in
the sense that the client invokes methods on a remote object provided by the server. The
server does not have any references to client-side objects, and therefore cannot invoke any
methods on them. The relationship is fundamentally asymmetric.

To be generally useful, valid interactions between the client and server must be com-
pletely described. The expected inputs and outputs for each method must be stated. Some
tasks may require a sequence of method calls, in which case valid and invalid sequences
must be documented. A complete formal specification of this nature is called a software

contract. It specifies the obligation and benefits between software entities in the form of
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preconditions, postconditions, and invariants. Software contracts have proven to be useful
for all phases of the software life-cycle [33,4].

Adhering strictly to the client-server model can pose a number of difficulties. For
example, if the client wishes to monitor state accessible only to the server, it must poll the
server periodically. This can impose a heavy computational and network burden.

To avoid this, callbacks can be used. A callback is a server-side reference to a client
method which the client has previously passed to the server. Now, when the server needs
to inform the client of change in state, it can do so via the callback.

Callbacks have proven useful for extending the client-server model to handle simple
situations such as notifying the client of state changes, but they do not scale well to more
complex relationships. Because of this modern distributed computing increasingly empha-
sizes the peer-to-peer model over the client-server model.

The peer-to-peer model explicitly acknowledges the nature of the relationship. No
longer does one component provide services through methods to be invoked by the other,
but rather each component may call the other at any stage of their relationship. The meth-
ods the client must provide are now listed explicitly in the interface rather than implicitly
as various callbacks scattered throughout the documentation.

As an example of a peer-to-peer relationship, suppose we have a detector controlled by
a collection station. Before data collection can start, the detector must be aimed and cali-
brated. Calibration requires data known only to the collection station. Once data collection
has started, the detector may initiate a number of conversations with the collector station.
It may detect conditions that require recalibration or re-aiming. A typical sequence of
instructions is shown in Figure 4-7. Each instruction is conveyed by a method invocation
from the initiator to target.

Implementing these two components with a standard component architecture involves
first defining an interface for the collection station and detector as in Example 4-1. During
the connection procedure, the collection station provides a reference to a remote object
implementing the Station interface, and the detector provides a remote reference to an

object implementing the Detector interface.
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Figure 4-7. Example conversation between detector and collection station.

interface Station {
void data(...);
void request_calibration();

I3

interface Detector {
void extend(...);
void aim(...);
void calibrate(...);
void begin_collection(...);
void end_collection(...);
void retract(...);

Example 4-1.Interfaces for the collection station and the detector.

A component indicates the availability of such a reference by creating a provides port,
which were introduced in Section 2.4.2 [9]. Likewise, its peer indicates that it requires
such areference by creating a uses port. Thus, the collection station would create a Station
provides port and a Detector uses port, and the Detector would create a Detector provides
port and a Station uses port. A total of four ports are required as shown in Figure 4-8.

Essentially, standard component models have embraced peer-to-peer as a model for

the application assembler or end user, but have not extended its influence down to the
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Station Detector

Figure 4-8.Four ports are required to connect a Collector and a Station in a peer-to-peer

relationship.
component architecture level. This has the effect of splitting the peer-to-peer relationship
between the collection station and the data collector into two traditional client-server rela-
tionships. Though this is a significant improvement over using callbacks, it is misleading
because it implies that each interface can be used separately, when that is in fact not the
case. The split also makes it more difficult to specify and verify the software contract
between the two components.

Of course, not every higher-level abstraction should be carried to a lower layer, and
ultimately it does need to be implemented somewhere. The question then is whether the
split into two client-server relationships is an implementation detail that can be hidden
from component developers or an important factorization of functionality that provides
power and flexibility. Sequoia posits the former and merges the two relationships using
unified interfacesndtwo-way ports

A typical peer-to-peer conversation involves calls from each to the other. This means
that the obligations of the contract involve methods provided by both sides. A unified
interface simply specifies all the methods as one interface rather than splitting them into
two server interfaces. The interdependence between the methods of the two contractual
parties is thus made explicit in the interface itself rather than being relegated to either doc-
umentation or personal communication with the component developer. Since neither inter-
face can be described in isolation anyway, this unification simplifies implementation,
documentation, and maintenance.

Instantiating a unified interface results in a two-way port. A two-way port serves as
both caller and callee, and unified interface specifies which calls may be made in each

direction. Connecting two components in a peer-to-peer relationship now involves making
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one connection between two ports, rather than two connections between four ports. This
reduction can significantly simplify programming when many ports are involved.

Another advantage of unified interfaces and two-way ports is that some checking can
now be performed at compile-time by the component middleware code, rather than at run-
time by the component programmer’s code, which would have to be reimplemented for
every connection type. In the example above, checks would need to be performed at run-
time to verify that a component that has the Station uses port also has the Detector pro-
vides port. If a component had more than one of each of these, it would then need to per-
form additional checking to verify that the correct Station uses port is associated with each
Detector provides port.

Note that unified interfaces and two-way ports are the norm in the hardware world. A
single port can contain wires for both incoming and outgoing signals, and these signals
specified as one interface together, rather than as one interface for the outgoing signals and

another one for the incoming signals.

4.2.3 Concurrency

Concurrency is one of the oft-sited advantages of component computing. In fact, when
presented with a diagram like Figure 4-9, many people simply assume that execution is

concurrent, because of the nature of the diagram.

Simulation Oo—pn Cull Oo—-p0 Isosurface

A B C

Figure 4-9. A typical component configuration. Many people assume execution is
concurrent because it appears to be a pipeline.

A straightforward component implementation of Figure 4-9 will not exhibit any con-
currency, however, because component architectures use remote method invocation (RMI)

as the execution model. In this model, methods on remote computers can be executed as if
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they were local. This also means, however, that local execution is halted until the remote
execution is complete. Furthermore, remote execution cannot begin until all of the argu-
ments have been received. This can be significant if the data set is large. In Figure 4-10, no
concurrency is occurring as can be seen by the lack of vertical overlap in the thread execu-

tino.

C -. »

Figure 4-10.The RMI model blocks local execution until the remote method has
completed. In these diagrams each thin line from left to right represents a thread, with time
increasing to the right. Arrows going up represent remote method invocations to other
components. Dotted arrows coming back down represent the method return. The thick
bars represent the life-time of a thread. The black part represents actual execution. The
gray part represents the thread is blocked.

One might think that concurrency can be obtained by chunking the data into small
pieces. Presumably, this will allow some computation to occur before the complete data
set has been received, and result in some overlap of I/O and computation. This, however,
still does not work. Each call is shorter, but no concurrency is occurring, as shown in Fig-
ure 4-11.

Chunking the data solves the problem of requiring the complete data set to be trans-
mitted before execution can occur, but the local thread is still blocked until the remote
computation has completed. The only way to avoid that is to implement an asynchronous
execution model on top of RMI. In this model a call does not actually complete the com-
putation before returning, but only initiates the computation. The caller can now continue

on to the next chunk while the callee computes. This is illustrated in Figure 4-12.
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Figure 4-11.Chunking the data does not help. The thread execution still does not overlap.
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Figure 4-12.Chunking and asynchronous execution together can provide concurrency.

Though this method works, it imposes an unfortunate degree of complexity on the
component programmer. Since each call executes in a separate thread on the callee side,
synchronization between threads must be used to ensure that the previous computation has
completed. Additional code must also be used to pass the state of the computation
between the two threads. If the optimum chunk size between components A and B is not
the same as the optimum chunk size between B and C, the synchronization becomes even
more complex. Can this complexity be reduced, or is it inherent?

The goal here is concurrency. But we are trying to use RMI to obtain it. RMlI is a dis-
tributed computing execution model that was never intended to support concurrency. In
fact, it has exactly the opposite goal. It was intended to impose synchrony on possibly
asynchronous processes by making remote execution look like a local method call.

A popular paradigm exists, however, that does have concurrency as its goal, and that is

message passing. Message passing is a successful paradigm for parallel programming that
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has a number of advantages. Many scientists are already familiar with the paradigm
because of the widespread use of the Message Passing Interface (MPI) [42]. Furthermore,
sophisticated parallel algorithms can be developed without the use of less intuitive syn-
chronization methods such as mutexes, semaphores, and condition variables.

Message passing can be integrated into RMI in a number of ways. One method is to
simply provide every RMI call with a default message channel that is considered to be part
of the invocation context. This channel is called a Remote Invocation Channel, and is used
to pass messages between the caller and the callee within the context of a single invoca-
tion. Since it is a single invocation, no threads have to be managed. Furthermore, control
flow can now be used to maintain state, as opposed to caching the state in variables to be
shared from one invocation thread to the next. This is usually much more intuitive and
convenient.

The execution diagram given in Figure 4-13 shows an example use of the Remote
Invocation Channel. Gray arrows going up represent message transmissions. Execution
begins with a call from A to B. B then immediately calls C within the same thread. No
returns have occurred. Now, within the context of this call, A begins sending messages to
B. B computes the data contained within those messages, and sends the results of its com-

putations on to C. Finally, all messages have been processed, and the methods can return.

/] /////////
LI

Figure 4-13.Remote Invocation Channel.

C

Example 4-2 shows sample code for one stage of a pipeline.
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RenderConn *conn;
SendChannel *ch;

/I Start the remote call. This returns the channel created
/I by the call. Note that the remote call is still in progress
/I after this local function has returned.

ch = conn->render(...);

/I This while-loop sends messages through the channel to
I/l the remote component while the call is in progress.
while (...) {

ch->send(...);

}

/I Now complete the call. This local function will block
[/l until the remote component finishes the remote call.
rc = ch->complete();

Callee

/I This is the implementation of the render function.

/I The component middleware creates the RecvChannel when it

/ receives the call on the network. It is used by the implementation
// during the call.

double render(RecvChannel *ch, ...) {

/I This while-loop recvs messages from the channel.

while (! ch-> closed()) {
ch->recv(& data);

}

/I This completes the call. The caller will unblock from
/I complete() method and get back the return value.
return flux;

Example 4-2.Sample code which uses a remote invocation channel.

Sequoia introduces message passing to RMI with a simpler technique. Rather than
providing a default channel with every invocation, special stream objects can be passed as

arguments to remote methods. These objects are more fully described in Section 5.3.4.
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4.2.4 Operators

As explained in Chapter 2, components are useful both as a software development meth-
odology and as a user interface paradigm. As a development methodology, they offer such
benefits as rapid prototyping and reuse. As a user interface paradigm, they often map natu-
rally to abstractions already within the domain lexicon, resulting in a powerful yet intui-
tive language for developing and expressing specific solutions.

If an application wishes to realize both these benefits, a natural approach is to assign
each user interface component to one implementation component. In other words, the
components of the user interface are also the components of the implementation.

Although this approach is intuitive and effective for many applications, for others it
can be poor choice. Because communication between components necessarily involves a
certain amount of overhead, an practical set of application components must consider the
computational granularity of each component. Unfortunately, an ideal partitioning based
on computational granularity is not necessarily ideal for a user interface.

For example, visualization users may find manipulating intersection operators as com-
ponents to be a very intuitive and powerful way of expressing solutions. These operations
are simple enough, however, that computing a sequence of them with a pipeline of imple-
mentation level components would be inefficient.

One approach to this problem is collocation optimizations [58]. These make use of the
fact that two components are in the same address space to make calls quicker.

To support such situations, Aspen layers the operator model on top of Sequoia. Opera-
tors are user-interface level component abstraction. One Sequoia component can support
many operators, and communication between operators can be implemented by the appli-

cation developer in whatever manner is most appropriate.



CHAPTER 5 The Sequoia Specification

Sequoia specifies how components are created and how they communicate with one
another. This chapter presents the Sequoia specification. It begins with an overview of the
Sequoia architecture. It then describes the Sequoia data types, followed by the elements of
Sequoia. Next, we define the Sequoia Interface Definition Language. Finally, we describe
the interfaces that must be supported by the various elements of Sequoia.

This chapter omits some issues that an actual implementation must consider, such the
format of component addresses. Though such things are important, they are not the focus

of this thesis, and Sequoia leaves them up to the implementation.

5.1 Overview

Sequoia functions as the “glue” between components. It specifies component instantiation,
naming, addressing, connection, and interaction; this kind of software is also known as
middleware. Though part of its functionality stems from providing a higher-level interface
to operating system resources, its true importance is how its abstractions define the com-
ponent model used by application programmers.

For example, without the ability to separate ports from connections, the protocol

required to connect a component to a well-known service component changes consider-
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ably, since the service component cannot distinguish multiple connections to the same
port, as described in Section 4.2.1.

Sequoia presents itself to components as a universal object called the core. The core is
accessible to all components all the time, and mediates all access to Sequoia. Though it is
usually implemented as a separate object in each process, the core is conceptually one uni-
versal object. To a first approximation, the Sequoia core is analogous to the CORBA ORB
[21] and the CCA Services object [9].

Central to Sequoia is, of course, the concept of a component. To Sequoia, a component
is an abstract entity that manifests itself by calls to the core. That is, if it behaves as a com-
ponent, as shown by its calls to the core, then it is a component. Thus, Sequoia imposes
almost no requirements on the actual implementation.

Note also that the notion of a Sequoia component is essentially orthogonal to the
notion of threads, processes, etc. Thus, one process could implement many components,
or one component could span many processes. A instantiated component could even be
nothing more than a file on a hard drive. Only upon method invocation is it read into mem-
ory.

In a typical implementation, components require significant resources to instantiate
and destroy compared to objects. Processes may need to started or object code may need
to be dynamically loaded. Credentials need to be authenticated, and session keys gener-
ated. The IU CCAT implementation of the CCA specification, for example, typically takes
about 15 seconds to create a component. Thus, components tend to be larger than objects.

Components establish communications via ports, thereby creating a connection
through which a component can invoke remote methods. Terming these relationships
“connections” connotes their persistence beyond a single method invocation. This stands
in contrast to objects, where a method may be invoked at any time from anywhere. No
notion of a relationship exists beyond the duration of the call.

Though we will follow conventional usage and say “port A is connected to port B,”
Sequoia ports serve only as a hame to specify the kind of the created connection. That is,

they are not of themselves communication endpoints. Rather, they are endpoint factories
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in the sense that “connecting” two ports creates a communication endpoint in each compo-

nent!
Connecting a port to multiple ports results in the creation of multiple connections.
Each connection is distinct, so a component can maintain multiple conversations without

requiring multiple ports.

5.2 Sequoia Interface Definition Language

Sequoia is a language-independent specification for distributed components. Thus, a com-
ponent written in one language may call methods on a component written in another lan-
guage. To insure interoperability, the various interfaces must be specified using a language
independent of the implementation language.

To satisfy this requirement, Sequoia provides the Sequoia Interface Definition Lan-

guage (SIDLY SIDL draws from languages such as C++ and Java, and provides applica-
tion programmers with a concise, familiar language for specifying types. SIDL will be
described below as the various elements of Sequoia are introduced. Appendix A presents
SIDL together in one listing.

In addition to component and port types, SIDL is also used to describe the interface of
various local objects representing Sequoia entities. For example, a component implemen-
tation manipulates its ports through local objects obtained from the core. SIDL is used to

describe the methods supported by these local objects.

1. A port can be likened to a customer service number to a large company. The number indicates the “kind” of the
desired connection. A different number to the same company would give you a different “kind” of connection. Fur-
thermore, calling the number and thereby creating a connection does not prevent a further connections from being
made by other people calling the same number.

2. The acronym “SIDL” is also used to denote the Scientific Interface Definition Language being developed at Sandia
National Laboratory. It is not related to the Sequoia Interface Definition Language.
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5.3 Data Types
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Sequoia supports a number of different data types. The types can be roughly categorized

into primitive types, aggregates, and special types.

5.3.1 Primitive Types

Primitive types correspond to types that are usually directly supported by the hardware.

Although the actual machine format used to represent the type is left to the implementa-

tion, a minimum range is established for each type.

Primitive types are specified as follows:

prim-spec
int-spec
sign-spec
int-type
float-type

5.3.1.1 Characters

char | bool | int-spec| float-spec
sign-speg,; int-type

unsigned

octet | short | int | long

float | double

Characters are represented bydhar type.

5.3.1.2 Booleans

Boolean values are represented bylibel type, which may take the valtreie

false

or
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5.3.1.3 Integers

Sequoia specifies both signed and unsigned integer types. The minimum ranges of

short ,int andlong are:

Type Signed Range Unsigned Range
short 2% to 2°-1 0t02°-1
int 2" to 21 0to2”-1
long 2% 10 2%-1 0t02*-1

Theoctet type is a specified to be exactly 8 bits.

5.3.1.4 Floating-Point Numbers

Sequoia specifies both the single- and double-precision IEEE floating-point formats as

float anddouble , respectively.

5.3.2 Aggregate Types

In addition to the primitive types, Sequoia also specifies aggregates of primitive types.
Objects of this type are transmitted by value during method calls. The Sequoia aggregate

types are strings, structures, and static arrays.

5.3.2.1 Strings
The string type is used to store sequences of characters. Strings are declared with:
string-type - string

Strings support the following operations:
int size()

Returns the length of the string.
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5.3.2.2 Structures

Structures are used to group a collection of variables under a single name. They are speci-

fied ast

struct-spec - struct id { struct-decl-lisgy }
- struct id
struct-decl-list - struct-decl
- struct-decl-list struct-decl
struct-decl - struct-decl-types id
struct-decl-types - prim-spec | string-type | struct-spec |
stat-array-spec | dyn-array-spec
stat-array-spegs described in Section 5.3.2.3 ahth-array-spegs described in Sec-
tion 5.3.3.

5.3.2.3 Static Arrays.

Static arrays are used for arrays where the length is fixed as part of the type. That is, the

length is constant from instance to instance. Static arrays are declared as:

stat-array-spec — sStat_array < array-elem-type, dim-list >
dim-list - int-const
- dim-list , int-const

int-constis an integer constardrray-elem-typeas described in Section 5.3.3. For

example, this declaration specifies a 3-dimensionak100x100 static array of doubles.
stat_array<double, 100, 100, 100>
5.3.3 Dynamic Arrays

Scientific computation frequently involves the use of arrays. The size of these arrays can

change from problem to problem. If interfaces were defined using static arrays, separate

1. Note that structures are distinct from objects in that they have no methods. Transmitting structures with methods is
covered by CORBA's Objects-By-Value specification, but are not included in Sequoia.
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interfaces would have to be defined for every problem size. To overcome this problem,
Sequoia provides dynamic arrays. Unless otherwise noted, when this document uses the
term “array”, it will refer to a dynamic array.

These arrays can be multidimensional, and may contain most types. The rank and
extent are specified when the array is created and cannot be changed later.

dyn-array — dyn_array < array-elem-type, int-const>
array-elem-type - prim-spec | string-type | struct-spec

For example, this specifies a 4-dimensional array of integers.

dyn_array<int, 4>

An array declared amray< T, n> must support the following operations:
stat_array<int, n> size()
Returns the dimensions of the array.
T at(stat_array<int, n> i)

Returns the element at the given location

5.3.4 Streams

As described in Section 4.2.3, obtaining concurrency with traditional component architec-
tures, while certainly possible, is not as easy as it may first appear. Some type of message-
passing mechanism can simplify this, and Sequoia provides typed streams for this pur-
pose.

Stream objects are created in a source component and then passed to a destination
component in a remote method invocation. During the call, data written to the stream in
the source component is sent to the stream object in the target component. The data is

gueued up until it is explicitly read by the target component.
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Stream types are specified as:

stream-spec - stream < stream-elem-type
stream-elem-type —» prim-spec | string-type | struct-spec |
stat-array-spec | dyn-array-spec
Examples of stream declarations are given in Section 5.5.
Given a stream declared atream< T>, whereT is a type, a source stream must sup-
port the following operations:
void write(T)
The given object will be written to the stream.
void close()
The stream will be closed. No further objects can be written to the stream.
A target stream declared in the same manner must support:
void read(T)

An object of the given type will be read from the stream.

5.4 Components

Formally, a component is any entity which implements the Sequoia specification. A com-
ponent does not directly correspond to any operating system entity such as a thread, pro-
cess or program. One process could implement many components, or a component could
require two or more processes to implement.

Three identifiers are associated with a component. The first is the component type.
This specifies the component’s ports and interfaces, and the semantic requirements associ-
ated with these. Components of the same type are interchangeable, in the sense that they
satisfy the same requirements. Within these requirements, however, they can have imple-
mentation differences. So for example, a component of type LinearSystemSolver must
implement the ports required of all LinearSystemSolver, and these ports must behave
within the limits set by the specification of the type. Within these limits, however, one Lin-

earSystemSolver component may have better performance or stability than another.
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The second identifier is the component’s implementation name. This name is used to
identify and select from different implementations of the same type. So, for example, a
LinearSystemSolver written at IlU might be distinguished from one written at Purdue by
assigning it an implementation name of lUSolver instead of PurdueSolver. Both could be
used interchangeably, but the one written at IU might produce a quicker and more accurate
result.

The last identifier is the instance name. This is used to distinguish different instances
of the same component.

As an example, company A and company B may both sell a isosurface component.
The components both have the same type, and are thus interchangeable. The actual imple-
mentations, however, are different, and thus they will have different implementation
names. Lastly, a user may instantiate two isosurface components, each with a different
instance name.

We use the terrmomponento mean either the component type, the component code,
or the component instance. The meaning should normally be clear from the context.

As explained in Section 5.5, ports can be either gendered or symmetric. Gendered
ports come in two genders, left and right. Gendered ports must be specified with left or
right in the component definition, while symmetric ports cannot have a gender specified.

Component types are declared with the following SIDL syntax.

component-def - component id { port-decl-list; } ;
port-decl-list - port-decl
- port-decl-list port-decl
port-decl — gender-speg, port id; id, ;
gender-spec - left | right

The following example declares a component with two ports: a Station port named control
and a Data port named data. Control is a left port while data is a right port.
component Detector {

left port Station control;
right port Data data;
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Locally, a component instance is represented by a Component object. It supports the
following operations:
Array<Port> ports()
Returns the list of ports. The Port interface is described in Section 5.5.
A remote component is represented locally by a ComponentHandle. It supports the
following operations:
Array<PortHandle> getPorts()
Returns a list of PortHandle objects. The PortHandle interface is described

in Section 5.5.

5.5 Port

Every component has a set of ports, which serve as named rendezvous points for making
connections between components. A port represents a willingness to participate in a rela-
tionship with a peer. This willingness can be thought of as an unbound reference to a peer
port. Connecting essentially binds the peer reference.

The relationship between two connected ports is generally not symmetric. To distin-
guish the ports, Sequoia uses the concept of gender. Port instances are created as either left
ports or right ports. A port cannot be connected to another port of the same gender. The
designation of one gender as left and the other as right is arbitrary.

A port type is an ordered set of method types. The specific groupings will be based on
the application-specific semantics attached to each method. In addition to the parameters
and return values, each method is also associated with a gender. A left method is a method
that can be called on the left port. A right method is a method that can be called on the
right port.

A method declared with no direction can be called equally in both directions. This is
called a symmetric method. A port that contains only symmetric methods is called a sym-

metric port.
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A single port may have different security requirements on the individual methods.
Sequoia allows some methods to be designated signed, encrypted, or both. A signed
method specifies that the implementation must send a digital signature along with the
method call. This insures that a malicious third party cannot interfere with proper opera-
tion of the application. An encrypted method generally provides a stronger level of secu-
rity. This might be used to prevent third parties from reading secret data. A method may be
both signed and encrypted if the receiver wishes to record a persistent guarantee of non-
repudiation.

A component implementation needs notification of any new connections to its ports.
Sequoia provides both a synchronous and asynchronous mechanism. The synchronous
mechanism is an operation on the local port object as specified below. The asynchronous
mechanism is a call from the core to the component implementation.

A port type is declared with the following SIDL.

port-def - sym-speg, port id { method-degl|; } ;
sym-spec - symmetric
method-decl - return-types id( param-list,; )
method-gender-spec security-spec
return-types — void | prim-spec | string-type | struct-spec |
stat-array-spec | dyn-array-spec
param-list - param-decl
param-list, param-decl
param-decl - param-types id
param-types — prim-spec | string-type | struct-spec |
stat-array-spec | dyn-array-spec | stream-spec
method-gender-spec— left | right | symmetric
security-spec —» encrypted | signed
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For example, a port for a data collection station might look like:

port Station {
bool aim(float x, float y, float z) left signed;
void begin_collection() left signed;
void data(stream<double> s) right encrypted,;
void request_recalibration() right signed;
void end_collection() left signed;

2
The Station port on the data collector has been arbitrarily designated the left port, and the
Station port on the collection station has been designated the right port. This designation is
documented as part of the port type. Thusaih®) , begin_collection() , and
end_collection() methods are calls from the station to the collector, while the
data() andrequest_calibration() methods are calls from the collector to the
station.

To ensure that the collector cannot be sabotaged by malicious parties, the control
methods are signed by the station. The actual data is sent back encrypted, as specified by
the security modifier on treata() method. The actual method of encryption, such as
DES, IDEA, etc., is specified in an implementation-manner.

A local port is represented with a port object. It supports the following operations:

Connection waitForConnection()
This function blocks until a connection has been made to the port.

A remote port is represented locally with a PortHandle. It supports the following oper-
ations:

Connection connect()

Make a connection. Described in Section 5.6.

5.6 Connections

Ports serve only as rendezvous points. Actual method invocations occur through connec-
tions. Whenever two ports are connected, a connection object is created at each end.

Method invocations through one connection object are directed to the matching connec-
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tion object at the other end. Thus, an application can manage multiple, distinct connec-
tions without creating multiple, uniquely-named ports or using cookies.

Each connection object has the methods declared in the port type corresponding to the
connection. Like ports, connections have gender. A left port generates a left connection,
and a right port generates a right connection.

Connections support the following operations:

void disconnect()

Break the connection.
ComponentHandle peerComponent()

Returns the ComponentHandle corresponding to the peer component.
PortHandle peerPort()

Returns PortHandle for the peer port.

5.7 Core

All Sequoia services are provided by the Sequoia core. Most of its functionality is
accessed indirectly, however, through local objects such as the Port object. For services
that do not have a corresponding existent object, a local Core object is available.

The Core object supports the following operations:

Component Instantiate(stringtype string imp, string inst)

Instantiate a component, wheggeis the type nameampis the implemen-
tation name, anthstis the instance name.

Component Instantiate(stringtype string imp, string inst, array<string> args)
Instantiate a component, wheggpeis the type nameamp s the implemen-
tation nameinstis the instance name, aaysis an argument list. This
operation is used for passing command-line arguments to a component.

Component LookupComponent(Componentldid)

Lookup a local component given the Componentid.
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5.8 Comparison to CORBA and CCA

Sequoia has roots in both CORBA and the CCA. In fact, in many respects it is an exten-
sion to the CCA.

Like the others, Sequoia uses RMI as the primary model of interaction. To facilitate
concurrency, though, Sequoia adds the concept of a remote invocation channel in the form
of streams.

Ports in CORBA and CCA allow method invocations in one direction only. Thus, peer-
to-peer relationships require four ports and two connections. Furthermore, the requirement
that the connections must be made in pairs cannot be expressed in the architecture, and
enforcement is left up to application-level code.

Sequoia uses two-way ports to reduce the complexity of applications using peer-to-
peer relationships. It also provides for both peers to specify their interfaces in a unified
interface, thus relieving the component developer from verifying that a valid peer-to-peer
relationship has been established.

Sequoia’s separation of connection and port is different from both CORBA and CCA.
CORBA provides an asymmetric separation. Multiple connections from one CORBA
receptacle (uses port) to multiple facets (provides ports) are distinct, and separate conver-
sational state can be maintained on each connection. A facet which has been connected to
multiple receptacles, however, cannot even detect that it has been connected. Furthermore,
since a facet is just an object reference, it can be called without being connected.

The current CCA specification allows multiple connections, but provides no way to
distinguish them. Furthermore, the methods of a multiply-connected uses port cannot have
return values, and calling a method on such a port will essentially “broadcast” the call to
all connected provides ports. Thus, supporting something like multiple detectors con-
nected in a peer-to-peer relationship to one data collection station requires a separate con-
nections for each detector.

Sequoia also differs from CORBA philosophically. CORBA is a primarily a distrib-

uted object architecture. A component model was added for version 3.0, but it is special-
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ization of the object type. Components and parésobjects, but with additional
contractual requirements.

Sequoia, on the other hand, only addresses components. Sequoia components cannot
communicate except through ports. Aside from the local interface, Sequoia makes no

mention of objects. In this regard, the CCA specification is similar to Sequoia.



CHAPTER 6 The Aspen Specification

The Aspen specification describes operators, which are high-level user-interface compo-
nent layered on top of Sequoia components. Operators address the performance issues that
can arise from making components too fine-grained. This chapter begins with an overview

of Aspen. It then covers the individual elements of the Aspen specification.

6.1 Overview

A variety of metaphors across a spectrum of disciplines conform to the component para-
digm. A metaphor’s expressive power, however, correlates poorly with its computational
cost. Thus, as explained in Section 4.2.4, mapping user-interface components directly to
Sequoia components can result in poor performance.
Aspen addresses this issue by treating such metaphors, termed operators, as abstrac-
tions to be implementeaver Sequoia components, rather tlemSequoia components.
Thus, the language used to express ideas and solutions with the application domain can be
designed relatively independently of the actual implementation of the language; a meta-
phor’s expression as a component should not require its implementation as a component.
Components provide operators by implementing ports as specified by Aspen. Such

components are calleperator providersLike components, operators can be created,

68
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connected, and eventually destroyed. These user actions are mapped to method calls on
operator providers.

A component creates an operator upon the invocation of specific methods. These
methods return a handle which is used to refer to the operator. The operator “lives” within
that component in the sense that the creating component is solely responsible for the oper-
ator’s state and functionality. Communications between operators residing within a com-
ponent can use implementation-specific optimizations. Communication between operators
residing within different components are specified by Aspen using Sequoia mechanisms.

In addition to operator provider components, an Aspen application also includes a ses-
sion manager, and front-ends. The session manager component is responsible for keeping
track of what operators are available, and which component is implementing which opera-
tor. The front-ends present some kind of user interface. Typical front-ends would include a

graphical user interface and a scripting engine. This is illustrated in Figure 6-1.

Op
Provider

Session Op
Manager Provider

Op
Provider

GUI Scripting
Engine

Figure 6-1. A typical configuration of components.
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Aspen specifies the interfaces between the session manager and the front-ends,
between the session manager and the operator providers, and between the operator provid-

ers.

6.2 Sessions

End users will often wish to group together operators. They may wish to group all opera-
tors associated with a specific problem into a set. They can then manipulate the set for
things such as sharing and access, rather than dealing with each operator separately.

For this purpose Aspen associates each operator with a session ID. Aspen itself makes
little use of the session ID, but it can be used by an application in an implementation-
dependent fashion.

For example, suppose a user is trying to find a solution to a particular linear system A.
The problem has low priority, so she only works on it occasionally. Recently, she has been
working on a high priority system B. When she works on B, she instructs her GUI to dis-
play all operators associated with session B. When she has solved B, she instructs her GUI
to archive all operators and their parameters to a file. Without sessions, all of her work-in-
progress would be thrown together, and she would have to select each operator individu-

ally when she wanted to perform some action.

6.3 Operator Interface Definition Language

Operators are defined with the Operator Interface Definition Language (OIDL). The lan-
guage is identical to SIDL except that the keywapérator replaces the keyword

component when defining operators.
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6.4 Session Manager

The session manager is responsible for managing operators and operator providers. Oper-
ator actions such as creation, connection, and destruction are mapped by the session man-
ager to the actual operator provider.

The interface between the Session Manager and a front-end is:

component SessionManager {
left port control,

3
port SessionManager {

I/l Session ID methods.
int createSession() left;
void destroySession(int id) left;

/I Operator avalilibility methods.
dyn_array<string> getAvailOps() left;
void newOps(dyn_array<string> new_ops) right;

/I Operator life cycle.
int createOp(int sessionld, string name) left;
int destroyOp(int opld) left;

/I Operator connections.
int connect(int opld1, string portl, int opld2, string port2) left;
void disconnect(int connectionld) left;

/I Operator providers.
void addProvider(Componentld id) left;

ThecreateSession anddestroySession methods are used to create and destroy ses-
sions, respectively. Destroying a session also destroys all operators associated with that
session.

getAvailOps returns available operators. When new operators are made available by

adding an operator provider, the session manager will inform the front-end component by
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thenewOps method. The actual operator information is returned as an implementation-
dependent string.

createOp anddestroyOp are used to manage operator life cyatesateOp returns
an integer value that is used to uniquely identify the operator. The ID is unique among all
sessions managed by this session manager, so it can be used independently of the session
ID.

connect anddisconnect are used to manage operator connectioosnect returns a
connection ID that can be used later to disconnect the connection. The ID is unique among
all sessions managed by this session manager.

To add an operator provider, the component is first instantiated. ddeé@omponent
is called, passing the ID of the component. After determining the operators provided by
this new component, the session manager will proceed to inform any connected front-ends

via theirnewOps method.

6.5 Operator Provider

Operator providers are components that implement operators. Communication to the ses-

sion manager is via the following the following port type:

port OpProvider {
dyn_array<string> getAvailOps() right;
int createOp(int sessionld, string imp/Name) right;
bool connect(int op1, string portl, int op2, string port2)
bool connect(int op1, string portl, Componentld comp, int op2, string port2);

3

ThegetAvailOps method returns a string representation of the operators provided by
this componentcreateOp instructs the operator provider to create an operator and return
the operator ID. The operator provider is free to take as much or as little action necessary

to create the operator.



The Aspen Specification 73

The first form of theonnect method instructs the operator provider to make an inter-
nal connection from one operator to another. These connections can use implementation-
dependent mechanisms.

The second form of theonnect method is used to make connections between opera-
tors that are provided by different components. These connections must be made through
Sequoia ports. To pass arguments between these operators, some kind of dynamic invoca-
tion mechanism could be used. The interprovider invocation interface might then look
like:

port OperatorConnection {

any call(int opld, array<any> args);
3

This has the advantage that one port could support all operator connections. It would
require extensions to Sequoia, however, and might impact performance. So instead, Aspen
requires every operator provider to provide symmetric ports representing every possible
method signature of its operators. The method signature is encoded into the port name, in
a fashion similar to C++ name mangling mechanisms.

When an operator provider has been instructed to connect one of its operators to the
operator of another provider, it first computes the name of the appropriate port from the
signature of the operator. It then connects to this port on the other operator provider.
Lastly, to associate the newly created connection with the appropriate operators, it calls

theconnect method on the connection, passing the connection to the other provider.

symmetric port method_signature {
bool connect(int opld1, string portl, int opld2, string port2);
return_type call(int opld, typel argl, type2 arg2, ...);

3

A call between interprovider operators will then result in a call between the respective

components through the above port.
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6.6 Resource Allocation

Of course, connecting two operators does require that their components also be con-
nected, if the operators are implemented by different components. This implies that the
graph of connected operators must somehow be mapped to a set of components that are
also connected. Each component might be installed on more than one machine. The result
is a complex optimization problem that doesn’t even have a well-defined goal. Should we
maximize this particular user’s performance, or should we try to maximize overall “effi-
ciency”? A particular mapping might give this user great response time, but be a poor use
of precious resources.

Aspen does not address this problem. However, the architecture can be easily extended
to allow experimentation with different solutions by adding a ResourceAllocator port to
the session manager. This port would be connected to a resource allocation component,
which would direct the session manager to instantiate the components on specific

machines.



CHAPTER 7 C++ Language Binding

Verdant interfaces are specified with SIDL, which is language-independent. To develop an
implementation, SIDL must be bound to implementation language. This chapter presents a
binding to C++.

Unless otherwise stated, methods listed below correspond to the SIDL method by the
same name. Refer to Chapter 5 for the semantics of these methods.

Note that all of the types declared in this chapter are in the Sequoia hamespace.
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7.1 Data Types

7.1.1 Primitive Types

The following table gives the mappings from SIDL to C++ for SIDL primitive types.

SIDL Type | C++ Type

char char

bool bool

octet Sequoia::octet
short Sequoia::short
int Sequoia::int
long Sequoia::long
float float

double double

7.1.2 Aggregate Types
7.1.2.1 Strings

The string SIDL type maps to the C++ standard string type.

7.1.2.2 Structures

SIDL structures map directly to C++ structures.
7.1.2.3 Static Arrays
The SIDL static array type maps to a similarly defined C++ class. That is:

stat_array<T, d;, d,, ..., d,>
maps to

stat_array<T, d,, d,, ..., d,;>

The normal C++ syntax is used to subscript a static array.
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7.1.3 Dynamic Arrays

The SIDL dynamic array type maps to a similarly defined C++ class. That is, the SIDL
declaration
dyn_array<T, n>

maps to

dyn_array<T, n>
Some compilers do not yet support partial class template specialization. On these compil-
ers, the mapping is:

dyn_arrayn<T>

The dynamic array will have the following constructor defined:

dyn_array(int iy, int i, ..., int i);

This will construct the array to have the indicated extents.
Subscripting a dynamic array is accomplished with(}lugerator and that method.
Theat method performs range checking. Indices begin from zero. Thus, a declaration as

above will result in the definition of the following methods:

T &operator()(int iy, int iy, ..., int i,);

const T &operator()(int iy, int iy, ..., int i,) const;
T &at(int iy, int iy, ..., int i,);

const T &at(int iy, int iy, ..., int i,) const;

The C++ class will also have the following method defined:

stat_array<int, n> size() const;

This method corresponds to the SIDL method by the same name.
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7.1.4 Streams

The SIDL stream type maps to a C++ class. The SIDL declaration

stream<T>

results in the definition of the C++ classes

class write_stream< T>;
class read_stream< T>;

The write_stream class has the following methods defined:

void write(const T &);
void close();

The read_stream class has the following method defined:

bool read(T *);

The method returns false when the stream has been closed.

7.2 Components

A SIDL component declaration results in the definition of a corresponding C++ class.
Although some aspects of this class are implementation-dependent, it must at least have

the following methods:

dyn_array<Port> getPorts() const;

Remote components are represented locally by a ComponentHandle object. The C++

binding defines the following methods:

dyn_array<PortHandle> getPorts() const;
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7.3 Ports

A SIDL port declaration results in the definition of a corresponding C++ class. Although

some aspects of this are implementation-dependent, the SIDL declaration

port type{ ... };

results in the definition of the C++ clas$gseRPort andtypelLPort . ThetypeRPort

class must have the following methods:

typeRConnection *Connect(const PortAddress &)
Component *component() const;

const Portld &id() const;

PortAddress address() const;

Thetypd_Port will have identical methods except with the substitutiotypé._-

Connection for typeRConnection

7.4 Connections

A connection created from a SIDL port is a C++ object. This object serves as the local rep-
resentation of the remote peer. Calls to the connection object result in code being executed
at the peer.
Each method declared in the port declaration will have a corresponding method
defined by the connection object. In addition to these, the connection object must define
void disconnect();

ComponentHandle peerComponent() const;
PortHandle peerPort() const;

In order to allow writing to streams during a remote method invocation, a remote call
is divided into two local calls. The first call initiates the remote call, and returns a Call

object. After initiation, stream arguments can be written. To complete the calhrthe
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plete() method is invoked on the Call objet§o, a call passing one stream would look

like the following on the caller side:

write_stream<int> is;
Connection *con;
call<bool> *cal;

/I Initiate call to f(), return a call-in-progress object.
cal = con->f(1.0, is);
/I Write to the output streams.
while (not_done) {
is.write(...);
}
/I Terminate the call, automatically closing the streams.
return_value = cal->complete();

The callee side can be written as one function, and would look like:

bool MethodIimpl::f(double x, read_stream &is) {
while (lis.closed()) {

}

return true;

1. This mechanism of splitting the remote call into two local calls resembles Asynchronous Messaging Invocation
(AMI) of CORBA [57]. AMI is commonly used in CORBA to issue multiple remote invocations concurrently with-
out requiring a separate thread for each invocation. A single thread can initiate each concurrent call without waiting
for the previous call to continue. In Sequoia, the remote call is split so that additional local code can be executed
while the remote end is still in the body of the function. Though each is solving a different problem, Sequoia and
CORBA use a similar solution.

The AMI concept itself resembles the futures concept of some concurrent programming languages. In the case of
futures, their purpose is to allow interdependent computation to be executed concurrently without requiring the pro-
grammer to explicitly maintain the ordering dependencies [11].
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7.5 Core

The Sequoia core can be accessed through the globally available Core object. It defines the

following methods:

Component instantiate(string typg string imp, string inst);
Component instantiate(string typg string imp, string inst,
array<string> args);

Component LookupComponent(Componentld id);



CHAPTER 8 Implementation

This chapter presents details about one possible implementation of the Sequoia architec-
ture. It begins with a discussion of the mechanics of actually distributing and instantiating
components. It then presents some of the significant design challenges of the communica-
tion implementation. It concludes with some utility classes on which the reference is
implemented.

The reference implementation is written in C++ and runs on Solaris, IRIX, and Linux.

8.1 Instantiation Issues

To actually instantiate a component, its source code must eventually become running
machine code. The exact steps chosen for this process affects a component’s usability.
This section discusses various issues regarding this process, and describes the mechanism
the reference implementation uses.

We first define a number of the terms. éxecutablas a file containing compiled
machine code that can be directed executed as a standalone progetonatable fileis
one which contains object code, but which still needs to be linked with a main() to form an
executable. In the UNIX environment, these usually have the “.0” suffix. Finally, a

dynamic objecis a file also containing object code, but it has the property that it can be

82
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dynamically loaded into a running process. Dynamic objects are also called shared objects

or shared libraries, and in the UNIX environment they usually have a “.so” extension.

Note that a dynamic object cannot be transformed into a relocatable file or an executable.

A relocatable file, however, can be transformed into a dynamic object or an executable.
The roles of the end user, component developer, and application assembler have been

described in Section 1.3.

8.1.1 Component Code Format

A component’s code transitions through several stages from the time the developer makes
the last change to the time it starts functioning for the end-user. At each stage, the code can
be in one of several formats, such as source code, an archive, and so forth. Different for-
mats have varying advantages and drawbacks, so the choice of format affects its usability.

The formats of the last two stages, during application assembly and after installation,
have the greatest usability implications. Before these stages, the component is in the hands
of the component developer, who has the time and knowledge necessary to easily change
the form of the component. The application assembler, however, will only have limited
knowledge about the component. She may not have the intimate familiarity with the com-
ponent necessary to provide it in a different format. After installation, the component must
be in a form amenable to instantiation.

One format choice is as source code. This is attractive because it is significantly more
portable and more compact than most object code formats. This means it might be possi-
ble to have a single installation serve multiple platforms. Adding a new platform would
then be as simple as just configuring a new compiler for that platform. But source code
also has strong disadvantages. Recompiling a large component every time it is instantiated
will result in very slow instantiation. Also, many vendors will be unwilling to distribute
source code for proprietary applications. Finally, requiring a compiler be available on

every machine is probably not realistic for foreseeable grid systems. This would require
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that separate compiler servers be available, which would further complicate an already
complex system.

Another format choice is as an executable. This has the advantage that it is ready to
run, but flexibility suffers. For example, every component must now run in a separate pro-
cess, which may impact performance. The application assembler also has less flexibility.
An application with a static component configuration may be easier to distribute and
maintain as a single executable containing all the components. If each component is
installed as a separate executable, they cannot later be combined into one executable. As
opposed to source code, executables also have environmental dependencies such as
machine architecture that make packaging more difficult.

Components can also take the form of relocatable files. This gives the application
assembler the flexibility to put multiple components into one executable without recompil-
ing the component by simply linking the files the together. Relocatable files cannot be
directly instantiated, however.

A third format is as a dynamic object. Dynamic objects have the desirable property
that they can dynamically loaded into a running process. This provides a great deal of flex-
ibility for instantiation, since such a component can be dynamically loaded into a running
executable. If necessary, a separate process can also be started to load the component.

Of these four formats, the reference implementation considers relocatable files and
dynamic objects to be the two indispensable formats, and compiles components into these
two. If a standalone executable is necessary, it can be generated as described in Section
8.1.5. Components may be shipped as source code, but this form is used only for distribu-
tion. Actual application assembly is done after they have been compiled into relocatable

files and shared objects.

8.1.2 Core Style

Sequoia components may be used for building applications in a number of different forms

and combinations. Some Sequoia applications may also use other software packages with
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their own requirements. To provide flexibility, the Sequoia core comes in a number of dif-
ferent styles.

One of the requirements of the Sequoia core packaging is the ability to add compo-
nents to an executable without changing any source code, and in particular without chang-
ing themain() function. This increases the flexibility of the application assembler, who

may not be familiar with programming.

8.1.3 Normal

The normal style, nameskquoia , is the expected core style for Sequoia components in

a grid environment. In this form, the Sequoia core functions as a component loader in
addition to its other duties. Shared objects specified on the command line are dynamically
loaded into the Sequoia process after the core is initialized. Components do not have
access to any command line arguments, because it is expected that this will be runin a grid
environment, where components should obtain operational parameters via Grid means

rather than the command line. The main function for this core format is:
int
main(int argc, char *argv[]) {
Sequoia::lnit(argc, argv);
pthread_exit(0);
}
Once the core has been initialized, it waits for actions from other sources, so the main

thread can just exit.

8.1.4 Embedded

Some third-party packages expect that they will control the main thread. To allow Sequoia
to be used with these applications, the Sequoia core is also available as a relocatable file,
namedsequoia-e.0 . The core is started in timeain() function by a call to the core.

This call starts a separate thread, so that the main thread can be returned to the third party

package.
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Any options to the Sequoia core must be taken from the SEQ_ARGS environment
variable, since the command line arguments must be given to the third party package.
The actual components should be linked in wihuoia-e.0  in their relocatable

file format.
The main looks like:
main(int argc, char *argv[]) {

/I Grabs args, starts thread.
ec = Sequoia::Main();

/I Code for 3rd party package will go here.

8.1.5 Bound

An application developer may wish to develop an application using Sequoia components,
but not wish to directly expose any components to the end user. For these cases, the final
executable should look and act like any other standard program. This situation is similar to
the embedded case, except thatriten() function is provided by Sequoia, and that the
command line args are actually passed to a Sequoia component.

To create such executables, the reference implementation provides a relocatable file
namedsequoia-b.o . Themain() function looks like:

main(int argc, char *argv[]) {

/I Grabs args from SEQ_ARG.
ec = Sequoia::Init();

/I This calls the component.
Sequoia::Run(argc, argv);

/I Main thread can exit now.
pthread_exit(0);
}

In the grid computing case, once the core has started, normally no actions are taken.

Since the bound form is intended to be used for standalone applications, some means must
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be provided to start the application. TRen method is provided for this purpose. It starts

execution of a distinguished component implementation.

8.2 Channels

With the rapid change of current computer technology, a flexible communication architec-
ture is crucial. An implementation needs to be able to adapt quickly and easily to new pro-
tocols. For example, CCAT started with HPC++ over Nexus, then moved to SOAP over
HTTP, and will eventually add some form of Globus 1/0 [15].

The reference implementation uses the concept of a channel to encapsulate the various

protocols involved in communicating from one Sequoia core to arfothehannel is
specified as a sequence of protocols. Each protocol may also have optional attributes. For

example, this specifies a channel composed of three protocol objects:

soap/http/tcp[port=1123]

Internally, a channel is consists of a stack of protocol objects, connected by gate
objects, as shown in Figure 8-1. Gates come as down gates and up gates. Down gates are
used for sending data down the protocol stack, and up gates are used for sending data up
the protocol stack. The gate objects are used to distinguish different protocol objects when
sharing lower-level protocols. Each gate object also contains the information necessary to
route communications at the peer to the correct component.

A connection to a lower-level protocol will be termed a down connection. A connec-
tion to a higher-level protocol will be called an up connection. Note that whether a con-
nection is a down connection or an up connection depends on the reference point, which
will usually be clear from context. So in Figure 8-1, C is up connected to A from the point

of view of C, but the connection is a down connection from A's viewpoint.

1. A more mature architecture would probably consider this part of the specification rather than the implementation.
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Host 1 Host 2
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Network

Figure 8-1. This diagram shows a typical configuration of protocol objects and gates.
Arrows indicate data flow. Protocol objects A and B are each connected to C by a pair of
gates: one up gate and one down gate. Gates contain distinguishing information, so the
down gate connecting A and C has an identifienkt. This identifier is also used at the

peer. C’ has associateg\kith the up gate that connects C’ to the peer of A.

Note that data is pushed rather than pulled. That is, when a lower protocol has some
data that is ready to be sent up the protocol stack, it calls a method of the up gate to the
higher protocol. Likewise, when a higher protocol has data that it wants to send down the

protocol stack, it calls a method on the down gate to the lower protocol.

8.3 Protocol Objects

The ability to easily add new protocols is an important extensibility goal of the reference
implementation. Two degrees of this extensibility are possible. The first degree of extensi-
bility is the ability to add new protocols without requiring a large degree of modification to
existing code. Some simple code modification and recompilation is still necessary, how-
ever.

Although the recompilation does not overly burden the protocol developer, who

already has the skills necessary to modify and recompile source code, it is a burden to any



Implementation 89

end users of the new protocol. These users may not have programming skills, and the
requirement for modifying code, even simple modifications, may limit the use of new pro-
tocols. Developers of new protocols may in turn be restrained by the knowledge that many
end users will not take advantage of their work.

A higher degree of extensibility is the ability to add new protocols without recompil-
ing any code. This requires the end user to have computer administration skills, but does
not require any programming skills. Adding new protocols consist only of some installa-
tion and configuration.

The first degree of extensibility requires the abstraction of protocol objects, and the
careful compartmentalization of any dependencies on protocol specifics, such as the num-
ber of protocols or their names.

Ensuring the second degree of extensibility is somewhat more difficult. The new pro-
tocol must be distributed as a dynamic object which is dynamically loaded into the run-
ning core, or a relocatable file which is linked together with the core. Furthermore, the
protocol objects must be entirely responsible for their own initialization. That is, the pro-
tocol must inform the core of its existence without any assistance from the main() func-
tion, since no a priori knowledge of the new protocol can be built into the core. This is
accomplished by using a registration object declared in the unnamed namespace. These
objects are automatically constructed when the dynamic object is loaded, in the case of

dynamic objects, or beforeain() is entered, in the case of a protocol distributed as a

relocatable filé. The constructor for the registration object then registers a protocol-spe-

cific factory object which can be used to create protocol objects for the new protocol type.
Note that this second degree of extensibility is considerably easier to implement in

Java. In C++, a new implementation of a polymorphic type can be instantiated and used in

a running process as long as all references to it are through base classes already known to

the process. Java, however, can dynamically load not only new implementations but com-

1. The C++ Standard does not guarantee this, but states that it is implementation-dependent (Section 3.6.2/3 of [32]).
All the platforms targeted by the reference implementation do construct namespace static objects when the dynamic
object is loaded, however.
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pletely new classes. A program can then use reflection to discover properties about the

new classes, such as supported interfaces, and so forth.

8.4 Protocols as Components

A protocol imposes certain requirements on the protocol above it and certain requirements
on the protocol below it. For example, the HTTP protocol assumes that the protocol below
it will provide a reliable byte stream. Likewise, the TCP protocol requires that the protocol
above accepts a reliable byte stream.

Within these requirements, however, protocol objects may be connected in arbitrary
ways. Thus, some mechanism must be used to verify that the connections are correct. Ide-
ally, this mechanism should work even when protocols are dynamically loaded.

Two gates are part of every connection: a down gate and an up gate. The down gate is
provided by the lower protocol and the up gate is provided by the upper protocol. During

the connection process, the gates are exchanged. This is shown in Figure 8-2.

T )

(@) (b)

Figure 8-2. In (a), two protocol objects are ready to connect. The arrows show the
direction of data flow, and the shading show ownership. The lower protocol has created a
down gate, and the upper protocol has created an up gate. In (b), the connection is
complete. Because the down gate implementation is private to the lower protocol, it can
contain data used in the implementation of the lower protocol.
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A protocol specifies which other kinds of protocols it can be connected to by using the
types of the gate objects to embody the communication semantics it provides. So, for
example, suppose RSP1 is a reliable byte stream protocol that can be layered on top of
UDP. To indicate this to higher protocols, it will provide a StreamDownGate. The actual
implementation, however, is private to RSP1. This allows the gate to contain data specific

to RSP1. The class hierarchy is shown in Figure 8-3.

DownGate

!

ReliableStreamDownGate

!

RSP1DownGate

Figure 8-3. The class hierarchy for an RSP1DownGate. The RSP1DownGate is a
protocol-specific implementation that adheres to the communication semantics specified
by the ReliableStreamDownGate class.

Let H be a higher-level protocol. During a connection from H down to RSP1, H will
provide RSP1 with an up gate to use for sending data up the protocol stack. RSP1 will ver-
ify that this up gate is capable of receiving a reliable byte stream. At the same time, RSP1
will create a down gate, and pass it to H, which will verify that the down gate is of the cor-
rect type. H will use this down gate to send data down the protocol stack.

The connections are made using the generic Gate pointers. Once these pointers have
been passed to each protocol, it then uses the run-time type information (RTTI) mecha-
nism of C++ to verify that the gate is of the correct type. If it is not, then the connection is
rejected.

Since the gate objects are passed as generic Gate objects, new protocols can be imple-

mented without recompiling the Sequoia core. Once the Gate pointers are inside the proto-
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cols, they can then use gate types that are completely unknown to the core. Gate type
compatibility is an issue between the two protocols; the core knows only about the generic
gate type.

Because of this ability to connect protocol objects in various combinations, protocol
objects themselves have many of the qualities of components. They are in many ways a

component system within a larger component architecture.

8.5 Serialization

Though logically an object is an abstract concept, at some point it must exist in memory
before it can be actively used. The format in memory is platform-dependent, since it relies
on such things as how the compiler decides to represent strings. In the case of objects with
pointers or references, the format is actually unique to that process, since a pointer is gen-
erally only valid within the same process.

The process of transforming an object into a portable byte stream that can be transmit-

ted across the network is called serializattdfhis process usually involves things such as
transforming numbers to a common byte-order and changing pointers to reference IDs.
For fast writing and reading of primitive types, the reference implementation also aligns
primitive data to the size of the data type. So, for example, a 32-bit integer will be aligned
to a multiple of 4 bytes.

The representation of numbers can also differ in their endianness. This refers to the
order of their bytes. Some machines place the high-order bytes at lower addresses, while
others reverse the order. Though technically a 4-byte number could have 24 different
orderings, in practice only two are common: from high-order to low-order or vice versa.
The reference implementation handles endianness by “receiver makes right.” That is, the

endianness is sent along with the packet. If the receiver uses the same endianness, then it

1. This meaning of the term serialization should not be confused with the meaning common in the concurrent program-
ming community.
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does nothing. If it differs, then it must swap the order before using the number or sending
it to the component code.

Within a channel, serialization occurs at multiple levels. First, the actual data payload
needs to be serialized. But each protocol also needs to add some header information, and
this header information also needs to be serialized. The final packet layout would look

something like Figure 8-4.

Protocol 0 Header

Protocol 1 Header

Protocol 2 Header

Data Payload

Figure 8-4. A typical packet using headers. Higher numbered protocols are also higher in
the protocol stack, and write their headers earlier, so the headers are added in the order: 2,
1, 0. Since a higher level protocol should be unaware of the details of lower level
protocols, such as the size of their control data, a straightforward implementation would
require that each protocol allocate a new buffer with enough room for its header, and copy
the buffer given to it by the higher protocol.

A straightforward serialization implementation would then at every layer: (1) allocate
a new buffer, (2) write the header, (3) copy the opaque payload from the layer above to
after the header, and (4) free the previous buffer. This is a significant amount of overhead
at every layer.

A somewhat better implementation would provide a query mechanism by which the
topmost protocol can query all lower protocols to determine the header size required by
each. The topmost layer would then allocate a large enough buffer to accommodate the

data payload plus the headers of all protocols below it. At each layer, writing will start at
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the current buffer index minus the size of the header for this layer. This requires that, in
advance, the size of each header be known exactly, which is tedious during the develop-
ment of new protocols, because the header may be changing constantly. Protocols where
the header size changes dynamically are also problematic.

The reference implementation uses a more radical strategy. Protocol control informa-
tion is traditionally written before the data payload as a header. This has the advantage that
a hardware switch can begin processing of the control information before the entire packet
has arrived, thus overlapping some communication with computation. The reference
implementation, however, is completely in software. This means that no processing can
occur before the entire packet has been received. Writing the control information as a
header then has no performance advantage.

So, instead of a header, protocols serialize their information as trailers, as shown in
Figure 8-5. That is, the bookkeeping information for a protocol is written after the pay-
load. This has a number of benefits. One of them is that writing the protocol data as a
trailer is simply more natural to program, and thus less prone to bugs. Writing it as a
header requires a two-step process. First, the size of the header must be determined so the
current position in the buffer can be set backwards. This usually involves some kind of
summation of sizes and padding calculations. Next, the actual data is written. Because of
this two-step process, if an item is added to the header, it must be added to two places: the
initial size calculation and actual writing of the header.

Writing it as a trailer involves just one pass. The exact size is determined as the data is
written. Each item is aligned as it is written. Adding an item to a trailer involves just one
change, eliminating the need to keep two disjoint sections of code synchronized.

Though the reference implementation does not currently support this, another benefit
of using protocol trailers is that it can potentially reduce copying at the receiving end. For
example, suppose an array of doubles is being transmitted. If the protocol headers are
used, the data must be copied at least once after reception. It cannot be received directly to
its final destination, because the size of the protocol header is unknown until the complete

packet is received. By using trailers, however, the protocol control data comes after the
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Data Payload

Protocol 2 Trailer

Protocol 1 Trailer \\\\\\\\\\\\\\

Protocol O Trailer

Figure 8-5. When protocol control data is written as trailers, the order of writing is the

same as the order of memory. Increasing addresses are written later, and data can be

written without first calculating how much needs to be written.
payload. Thus, the payload is at a fixed offset from the beginning of the packet, and can be
received directly into the final location.

The reference implementation also uses vectored writes to reduce copying when send-

ing arrays. A vectored write is a system call that allows multiple memory buffers to be
written in one call. When an array needs to be sent, rather than copying the array to the

memory buffer, the array is simply given as a memory region to the vectored write.

8.6 Multi-Endpoint Sliding Window Protocol

Streams are an integral part of Sequoia’s strategy. One RMI may require the creation and
destruction of multiple streams. Because of this heavy reliance, stream set-up and tear-

down must be efficient, and opening a new TCP/IP connection for every stream would
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involve too much overhead. For example, the method call below creates and destroys two
streams:

write_stream<int> is;

write_stream<double> ds;

DetectorConnection *c;
Call<bool> *call;

/I Initiate call to f(), return a call-in-progress object.
call = ¢c->f(1.0, is, ds);

/I Write to the output streams.

while (not_done) {

i"s..write(...);
ds.write(...);

}

/I Terminate the call, automatically closing the streams.
return_value = call->complete();

The basic sliding window protocol does not provide explicit flow control [52]. A slow
receiver paces a fast sender automatically, because the acknowledgements will slow down,
and the send window will shrink. This works fine for situations where the channel is used
in a single-threaded fashion, but what happens if multiple senders and receivers try to
share the channel simultaneously?

In this case, a single slow receiver can block communications for other receivers. TCP
does implement an explicit flow control mechanism in the form of a receive window size
sent back in the acknowledgement, but in the presence of multiple receivers, it suffers
from the same problem.

One solution is to use a separate sliding window session for each sender-receiver pair.
The disadvantage to this is that it requires a complete set-up and tear-down for every
stream. Other disadvantages to this approach arise from the fact that the traffic is being
divided into separate streams. Since each stream has less traffic, important measurements
such as the average round-trip latency will have higher variance, because the number of
samples is reduced. Opportunities for coalescing and piggybacking status information

from multiple sender-receiver pairs into one stream are also reduced.
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The reference implementation takes a different approach. Since all the packets are
going over the same physical medium to the same remote process, separating the data into
separate sliding window sessions is an unnecessary duplication of functionality. Instead,
the reference implementation multiplexes multiple endpoints inside one sliding window
session. Each endpoint connection is flow-controlled separately, but packet retransmission
and reassembly is handled together. The algorithm assumes that the underlying communi-
cation is unreliable datagram, but the techniques apply just as well to a reliable byte-

stream. The basic format for each packet is shown in Figure 8-6.

4 Bytes
payloaq

payloag,
ack

seq

dest_stream_id

n_stream_updates

upd_stream_igd

receive_windowy

stream_ack

Figure 8-6.The format for a packet used by the multi-endpoint sliding window protocol.

payload throughpayload, are the payload byteackis the current ack for the sliding
window. seqis the current sequence number for the sliding windisgt stream_ids the
destination stream for the payload. The reference implementation assumes that the under-

lying datagram protocol (such as UDP) will use checksums to verify that packets have not

been corrupted.
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In addition to the usual sliding window data listed above, each packet trailer also con-
tains a set of stream updates for the individual streams. These updates are used for imple-
menting flow control on each individual stream separately. Thus, a slow or stalled thread
reading from a stream will not affect other receivers. They may continue on at full media
throughputn_stream_updates the number of updates. Each update contains three inte-

gers:

1. upd_stream_ids the stream ID for which the next two integers pertain.
2. receive_windows the current receive window size for this stream.
3. stream_acks the acknowledgment sequence number for the stream.

The pseudo-code for a normal send operation is shown below.

stream_send(char datal], int size) {

/I Wait until the receive window is large enough to hold the data we

// wish to send.

while (remote_window_size - (stream_seq - stream_ack) - size <= 0) {
block_until_ack_received();

}

/I Update the sequence number for this stream.
stream_seq += size,

/I Send the data using the sliding window protocol.
sliding_window_send(stream _id, data, size);

}

First, the sending thread will block until the receive window is large enough to accommo-
date the data. When a packet is received by the sliding window thread, it processes the list
of stream updates in the packet trailer. For each update, it will update the receive window
size and acknowledgement of the specified stream. It will then wake up any sending

threads blocked on that stream.
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When the receive window is large enough, the sending thread will update the stream
sequence number, and proceed to send the packet using the sliding window protocol. The

receiving stream processes the data according to the following pseudocode:

stream_recv() {

// Block here until a packet comes in for this stream.
pkt = sliding_window_recv();

/l Update the received sequence number.
recv_seq += pkt->size;

/I Send back an acknowledgement that we have received up to recv_seq.
send_ack(window, recv_seq);

return pkt;

}

A receiving thread will call the above function. It will first wait to obtain a packet from
the sliding window session. If none are available, it will block. When the packet is
received, it will update the received sequence number, and then send back an acknowl-
edgement. The window size is normally not changed. Also, no check for duplicate packets
is necessary here, because the sliding window session will already discard duplicates
before passing the packets to the above function.

Note that the packet trailer includes the sliding window sequence number, but not the
stream sequence number. This is because the sliding window code handles the packet
ordering and error detection. The stream receive code can assume that it has received data
reliably, and only needs to deal with flow control. Thus, the stream sequence number does

not need to be transmitted.

8.7 Utilities

The reference implementation includes a C++ utility library nkaolie . The library
contains a number of classes designed to assist the development of multithreaded, distrib-

uted software.



Implementation 100

8.7.1 Locking I/O

The standard C++ /O library, called <iostream>, uses operator overloading for the output

of objects. A typical statement to print two integers might look like:

cout <<i<<j<<endl,

Though this statement appears to be one expression, the << operators are actually

overloaded, which means that they are executed as something like (Chapter 15 of [38]):

ostream_lt(ostream_It(ostream_It(cout, i), j), endl);

Since no locks are acquired in this sequence of function calls, the two integers and
newline will not be output atomically. Thus, if two threads are executing statements of this
type simultaneously, their output may be interleaved, making it difficult to interpret the
output.

A related but separate problem occurs when debugging the interaction between two
processes. To observe the ordering between actions, the debugging output of both pro-
cesses can be directed to the same file. The UNIX file /0O semantics will guarantee that
separate calls to the write system call will be atomic [62]. Unfortunately, no standard
mechanism exists to ensure that a sequence of output will be buffered until complete, and
then written out with a single system call. Thus, output from separate processes directed to
a single file may interleave output that was intended to be atomic, and make interpretation
of the output difficult.

Thekclib library solves this with a double-layered approach. The first layer is the
StreamLock class, which is used to lock the stream during output. This class maps each
output stream to a mutex. The constructor for the StreamLock class looks up this mutex,
and locks it. The destructor then unlocks the mutex. So a single line of output can be writ-

ten like:

kc::StreamLock(cout) << i << j << endl;
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Section 12.2/3 of the C++ Standard [32] guarantees that the constructor will be called at

the end of the above line. A multiline message can be output by using a block:

kc::StreamLock sl(cout);
sl <<i<<"\n"
sl <<j<<"\n"

}

The destructor for the StreamLock object will be called at the end of the block.

While the first layer is an object on top of the streams, the second layer is below the
stream. For actual output, the C++ Standard stipulates that streams use an object called a
streambuf. This object is responsible for managing the actual writes. By deriving our own
streambuf from the standard streambuf and attaching an output stream to it, we can make
sure that no writing occurs until an explicit flush, and that when a flush is requested the
data be written in one system call. This flush is explicitly requested in the destructor of the
StreamLock class.

Since the data is written in one system call, it must be buffered. The buffer is set to an
initial default size. If it fills, a larger buffer is allocated, and the data copied. Each time the

buffer fills, the size is doubled.

8.8 Thread

The C++ Standard does not address multithreading issues. Most vendors for UNIX-like
platforms, however, also support POSIX threads [46] with their compiler. This is a library
of C routines for the management of threads.

Writing robust multithreaded C++ code requires resolving a number of issues. Among
them are executing C++ methods in a separate thread, and the interaction between thread

cancellation and exceptions.
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8.8.1 C++ Start Routines

The POSIX thread creation functigethread_create() accepts a pointerto a C

function as the start routine. Pointers to C functions are incompatible with pointers to C++

member functions, so a C-compatible stub routine must be ibis. stub routine will in
turn call the correct C++ member function. Additional mechanisms are also needed if C++
objects are to be passed to the start routine.

These mechanisms are tedious if threads are heavily used. To relieve the programmer
from some of this drudgery, the reference implementation uses a set of templated classes.
These classes automatically handle the creation of the stubs and passing of additional
arguments to the C++ start method. The code below creates a thread running the f()

method. The method is initially passed 1 and 3.14.

struct A {

void *f(int, double);
h
int main() {

Aaq;

kc::NewThead(Thread::PROCESS, Thread::JOINABLE, &a,
&A:f, 1, 3.14);

Inside of the templated NewThread() it allocates a polymorphic, templated functor

object. The functor object is then eventually passed on to a stub.

8.8.2 Thread Cancellation

Standard-setting organizations tend to be somewhat slow-moving when compared to the
rapid pace of change in other areas of computer science. This tendency is only exacerbated
when dealing with the interaction between two standards, and has led to an unfortunate

usability issue between C++ exceptions and POSIX thread cancellation.

1. A static member function is commonly believed to be acceptable as the start routine, but this in fact invokes unde-
fined behavior according to Section 7.5 and 5.2.10/6 of [32]. It just happens to work on most platforms.
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Exceptions are a powerful C++ mechanism to handle error conditions. When a excep-
tion occurs, control may immediately transfer from a function layered deep within the call
hierarchy to code many layers above. All intermediate functions are skipped.

Objects, however, may have been created on the stack by these intermediate functions.
To insure consistency, C++ guarantees that the destructor for those objects will be called
when an exception is thrown. This process is called stack unwinding.

Exceptions are very useful, but can also be hazardous to program correctness. Because
exceptions drastically alter control flow, they can create unexpected execution paths [65].
These paths might cause memory to not be freed, locks to not be released, and so forth.
For example, if an object is dynamically allocated near the beginning of a function, an
exception thrown in the middle of the function will create a memory leak or possibly
worse.

Stack objects are guaranteed to be freed during exception handling, however, which
has promoted a C++ idiom known as “resource acquisition is initialization” [64]. This
technigue wraps things like mutexes and pointers in objects allocated on the stack. When
an exception is thrown, the destructor for the stack-allocated wrapper object will be called,
which will in turn unlock the mutex or free the allocated memory, respectively.

Terminating a thread always requires great care. A naive, brute-force approach is
likely to leave shared data in an inconsistent state. To facilitate correct code, POSIX pro-
vides a mechanism called thread cancellation. Threads can specify cancellation points at
which they can be safely cancelled. Cleanup handlers can also be registered to safely free
resources.

Unfortunately, the POSIX standard says nothing about C++, and the C++ Standard
says nothing about threads. Thus, the disposition of any stack-allocated object is left
unspecified. On Solaris, cancelled threads do unwind the stack. On Linux and IRIX,
unfortunately, destructors for stack objects are not called, drastically reducing the utility of
the “resource acquisition is initialization” idiom.

Thekclib thread class cannot directly address this issue, because it requires changes

to the compiler and the POSIX library. It does, however, provide assistance for an alterna-
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tive framework for thread termination. This alternative framework represents a compro-
mise between usability and portability.

First, each Thread object has a thread-specific flag that is used by other threads to sig-
nal that this thread should exit. Code running in a thread should check this flag periodi-
cally at points where it can exit cleanly.

A problem occurs, however, when threads are blocked indefinitely on 1/O, such as
waiting for network input. To solve this, Thread member functions are provided as wrap-
pers to these system calls. When a thread is terminated by another thread, the second

thread will use the POSIpthread_Kill() function to send a signal to the first

thread! This will interrupt the blocking 1/0 call. The wrapper will then check the status
flag to determine whether or not it was interrupted as the result of another thread wishing
to terminate it. If such is the case, then the wrapper will exit. If not, then the wrapper will
restart the system call.

Thekclib  Thread class differs philosophically from many other Thread classes.
These classes conflate the concept of thread-of-control and program code. For example,
Java has a Thread class withum() method. The same object represents both the thread
and the code within which the thread will run. This works fine for simple cases, but is
awkward for more complex ones. If two threads are to run within the same method, for
example, then extra steps are needed. If a thread is no longer needed, it is not possible to
delete the thread without deleting the object within which the thread was running.

Thekclib  Thread class takes the view that threads and program objects are orthogo-
nal. Though objects are used to represent threads, threads are not objects. Threads are foci
of state change that move through a program’s code. Thus, a thread may be started running

in any accessible method. An object does not in any depend on any threads in its methods.

1. The POSIX standard specifies two kinds of signals: synchronous and asynchronous. A synchronous signal, like a
segmentation violation, is directly caused by a thread, and is always handled by that thread. An asynchronous signal,
like SIGALRM, is sent to a process by some asynchronous mechanism, and may be handled by any thread that does
not have that signal masked out. Within a process, any signal, either synchronous or asynchronous, that is sent to a

specific thread via thpthread_Kill() function will be handled by the specified thread.
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8.9 Debugging Malloc

A memory leak occurs when memory that has been allocated is not freed when it is no
longer needed. Some languages such as Java use a technique called garbage collection to
detect and free such resources. C++, however, leaves memory management completely up
to user, and no built-in language features directly address memory leaks.

Memory leaks are notoriously difficult to find. The reason is that little indication
occurs at the point of the leak. The program blithely continues to execute until resource
exhaustion.

A number of commercial and freely available packages are available to help find mem-
ory leaks [55,48,70]. These packages work through a variety of mechanisms, but they all
report the same kind of information. At some point during the execution of a program,
they can report what memory blocks have not been freed at that point.

While this is helpful, these blocks only represent potential leaks. Many will be freed
later, while others represent globally unique objects that are only allocated once in the life-
time of the program. For example, the buffers for the standard I/O library may be reported
as potential memory leaks, but these are typically only allocated once for the life of the
process. Each potential leak must be manually examined to determine whether or not it is
a real leak.

Since this is a tedious process, such leak checkers are usually not used on a regular
basis. They are often only used after a large leak is noticed. By then, however, the actual
introduction of the leak has long since passed, making it even more difficult to track down.
The most effective leak-prevention techniques are used during development every time the
program is run, and are automatic.

The reference implementation uses the kcmalloc library to assist leak-detection. This
library is a drop-in replacement for the standard malloc, and is built on top of Doug Lea’s
malloc implementation [36kcmalloc  differs from others in that it allows the program-
matic setting of usage watermarks. This feature suppresses spurious leak reports by ignor-

ing any memory that was allocated before the watermark was set. The watermarks are
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pushed and popped in a stack-like fashion. Popping a watermark will report any memory
that was leaked since the watermark was pushed.

A typical usage of this would be to push a watermark before processing a message, for
example. After processing, the watermark would be popped. If all memory allocated after

the push has not been freed at the pop, then those blocks will be reported as leaks.

kem_push();

char *buf = alloc_buffer();

int len = read_message_from_network(buf);

/I This routine is responsible for freeing the buffer.
process_message(buf);

kem_pop();

The kcmalloc library is thread-safe, but currently lacks a degree of thread-awareness
that would make it even more useful, because memory usage is not tracked separately for
each thread. This means that, in the example above, no other remote invocations must be
occurring concurrently, because such an invocation could be only partially completed
when the watermark is popped. This would cause the memory allocations of this partially
completed invocation to show up as memory leaks. Therefore, the memory leak checking
cannot always be activated, as is the ideal case.

Two additional features will be necessary to incréasealloc ’s utility in threaded
applications. The first is that memory allocations need to be tracked separately for each
thread. When a thread exits, any unfreed memory is reported as a leak. The second is that
some mechanism must be provided to transfer ownership of a memory block. This is
because it is sometimes the case that one thread will allocate a memory block and then
pass its address to another thread which has the responsibility to ultimately free that block.
kcmalloc must be informed that this is in fact the correct behavior to prevent it from

reporting the block as a leak when the first thread exists.



CHAPTER 9 ReSUItS

The results are divided into two sections. The first section gives timing results. The second

part describes a sample application showing utility results.

9.1 Performance

9.1.1 Tests

The performance tests have two primary objectives. The first is to verify that the require-
ments of the Sequoia specification do not impose a computational cost so great as to make
any usable implementation impossible. The second is to verify that the Sequoia streams
concept does indeed provide pipelined concurrency.

The tests were conducted using a UDP-based reliable stream channel. The channel is
implemented as three protocols, namative ,rsp , andudpe. udpe extends the
operating system’s UDP facilities to multiplex multiple UDP sources and destinations
onto one UDP portsp implements a reliable stream protocol on top of a unreliable dat-
agram protocolnative  implements a RMI-like facility on top of a reliable stream proto-

col.
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The tests were conducted on the following machines:

Name CPU Operating System
hagar 2 x Pentium Il 400 MHz Linux 2.2
lomond 2 x Pentium 11l 733 MHz Linux 2.2
school 4 x UltraSPARC Il 400 MHz Solaris 2.7
rainier 2 x UltraSPARC Il 295 MHz Solaris 2.7
lunar 4 x UltraSPARC Il 400 MHz Solaris 2.8

End-to-end bandwidth between all machines was 100 Mbps.

9.1.1.1 Call Speed

The first test is number of method calls per second.

1200

—— hagar-lomond
1000 -+ hagar—school
) — - rainier—school
800 | - = school-lunar

600

400"

Calls per second

200

Arg.umen't size in K bytes
Figure 9-1.

Each method call sent the indicated number of bytes (as integers) from the sender to
the receiver, then waited for the method to return. Byte-swapping was performed between
the Pentium and SPARC machines. A stream was also created and closed for every call.
All tests were performed on a local 1 Gbps backbone Ethernet, except for the school-lunar
test, which used a campus-wide network. Note that byte-swapping has little impact, as evi-

denced by the closeness of the hagar-lomond and hagar-school curve.
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9.1.1.2 Throughput

This test simply measured how fast the reliable stream protocol can send bytes through the
wire. The data was sent as integers. Byte-swapping was performed where necessary. For

reference, a test was also performed using straight TCP/IP.

_ Throughput in MB/s
Machines .
Sequoia Raw TCP/IP
hagar-lomond 10.5 10.9
hagar-school 11.0 11.1
rainier-school 11.1 11.2
school-lunar 11.0 111

Byte-swapping has no measurable effect on throughput, as seen by the comparison
between hagar-lomond and hagar-school. Note also that the Sequoia sliding window pro-
tocol is capable of obtaining almost the same throughput as TCP/IP under the conditions

of the test.

9.1.1.3 Concurrency

This test is designed to show that the Sequoia stream facility does indeed provide concur-
rency. The test involves streaming double precision floating point numbers from one com-
ponent to another. At each end, floating point computations are performed on the numbers
to simulate application computation.

The results were compared against the non-streaming case. This test performed the
same operations, but used an RMI model. All the operations were first performed on the
dataset. The entire dataset was then transmitted to the remote peer, who then also per-
formed computations. Following the RMI model, all local computations were completed
before the data set was transmitted, and the entire data set arrived at the remote peer before
computation could begin.

The results are shown in Figures 9-2 through 9-5.



Results 110

Streamed Execution from hagar to lomond
25 T T T
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16 MB data set
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o 5 10 15 20 25 30 3
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Figure 9-2.This graph shows the concurrency obtained streaming from hagar to lomond.
The y-axis is the ratio of the execution time using the RMI model to the execution time
using the streaming model. The x-axis is a measure of the amount of work performed
during the streaming. Each unit of work represents about 4 trigonometric operations (2 at
each peer). Note that since hagar is slower than lomond, pipelined concurrency can never
result in a ratio of two.

Streamed Execution From hagar to school
25 " . .
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16 MB data set
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Figure 9-3.This graph shows the concurrency obtained streaming from hagar to school.

The y-axis is the ratio of the execution time using the RMI model to the execution time

using the streaming model. The x-axis is a measure of the amount of work performed

during the streaming. Each unit of work represents about 4 trigonometric operations (2 at

each peer).
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Streamed Execution From rainier to school
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Figure 9-4.This graph shows the concurrency obtained streaming from rainier to school.
The y-axis is the ratio of the execution time using the RMI model to the execution time
using the streaming model. The x-axis is a measure of the amount of work performed
during the streaming. Each unit of work represents about 4 trigonometric operations (2 at
each peer). Note that the measured ratio corresponds almost exactly to the calculated ratio
based on the difference in clock speeds between rainier and school.

Streamed Execution From school to lunar
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Figure 9-5.This graph shows the concurrency obtained streaming from school to lunar.

The y-axis is the ratio of the execution time using the RMI model to the execution time

using the streaming model. The x-axis is a measure of the amount of work performed

during the streaming. Each unit of work represents about 4 trigonometric operations (2 at

each peer).
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9.2 Discussion

Generally, the protocol architecture performed adequately. Two significant sources of
overhead are thread creation and system calls. Threads are created for every remote
method invocation. This is necessary to insure that multiple calls to a single component
can execute concurrently. Some performance improvement can be obtained by using a
pool of invocation threads to avoid the overhead of creating a new thread for every call.

Profiling of the code has shown that a significant amount of time is spent executing in
the kernel. Much of this is because tep protocol does not currently piggy-back
acknowledgements and window size updates. This results in three packets of overhead for
every payload packet. Piggy-backing this control information onto the data packets will
reduce the system call overhead will reduce the number of packets under load to one, since
the control information will ride along with the payload packet. Since the send and receive
system calls account for over half of the overhead, this should reduce the total overhead by
about 30%.

9.3 Sample Application

The primary objective of the sample application is to verify that the Sequoia two-way
ports, the separation of connections from ports, and the Aspen operator concept are useful
in practice. The application consists of a remote manager component that transmits X-ray
crystallography frames to a local GUI component. The Aspen session manager is a third
component to which the frame manager and GUI are connected. The components are not
equivalent, but are peer-to-peer in the sense that each may at times call the other.

Upon startup, the user is presented with a dialog to enter the manager address. This
address is in the form of a channel specification, which includes the protocol layering.
Two additional numbers uniquely identify the core and the component within the core. A

sample address is:

26db6ac7:13a437f4:native/rmp/udpe[rhost="bread",rport=12345]
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The GUI uses this specification to connect to the manager’s information port. From
this port, it then queries the manager for available frames. For each available frame, it then
makes a separate connection to the server’s frame port. Since each such connection main-
tains its own state, the GUI calls a method on the port to inform the server of the associ-
ated frame for this frame connection. The server then reads the specified frame from its

local file system and sends it to the GUI. This is shown in Figure 9-6.

Session Manager

Frame Manager GUI

Figure 9-6.The sample application consists of an Aspen SessionManager component, a
frame manager, and a GUI front-end. The ports are represented as solid black squares.
Solid circles are used to represent the connections. The S ports are the session manager
ports. The O ports are the operator ports used to connect inter-component operators. The F
ports are used to manage state specific to each frame. The M ports are used for state
specific to the whole frame manager or the whole GUI.

The thin lines between the connections of the O ports and F ports indicate that a one-
to-one association is maintained between these to coordinate input from the operator to
frame control state.

The frame image is a gray scale image. To illustrate the Aspen operator facility, a tog-
gle button is provided on the frame GUI. The user can toggle this button to call the Aspen
session manager to connect a pseudo-color operator to the frame image. This will cause
the image to be displayed in false color.

To illustrate that the architecture is suitable for tightly-coupled components, a limited

form of collaboration is also provided. Users who are viewing the same frame will have
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the mouse pointer location of other users displayed as a colored dot. If a user drags out a
bounding-box on her GUI, this will also be shown to other viewers of that frame.
If a user presses the Animate button, a short animation of the frame will be sent from

the frame manager to the GUI. A screenshot is shown in Figure 9-7.

1 Op Apiialg

Figure 9-7. A screen shot of the GUI.

9.4 Conclusion

This section compares the results to the design goals set out in Chapter 3.
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9.4.1 Flexibility

9.4.1.1 Execution Models

Sequoia takes the approach of providing RMI directly to the component developer and
assuming that other models can be layered on top of it. These other models can then be
provided to the end user or to a new intermediate layer.

Though this approach works, RMI presented some complications to the sample appli-
cation. The GUI toolkit provides mouse events to the application by calling callbacks.
During these callbacks, the GUI is locked. In these callbacks, the sample application
makes calls to the frame manager. At this point, two problems can arise. The first is that
the call to the frame manager may in turn call the GUI again, perhaps to send an updated
frame. This will cause a deadlock, since the GUI is still locked.

The second problem is that the call to the frame manager may lock a shared data struc-
ture. This data structure may have been just locked by an erstwhile independent thread that
is about to call the GUI. This will also cause a deadlock.

Resolving these deadlocks is relatively easy, but does unfortunately require some
understanding of concurrent programming. Some deadlocks can be solved by simply start-
ing another thread to allow the RMI to complete and exit the critical region. This, how-
ever, complicates error reporting since the error can no longer easily be associated with the
call that caused it.

These problems are inherent to RMI, however, and not limited to Sequoia. Some of the

deadlocks might be resolved by using distributed recursive mutexes.

9.4.1.2 Communication Protocols

The reference implementation provides flexibility of communication protocol through the
protocol layering architecture. Within the semantic requirements of the protocols them-
selves, they can be layered arbitrarily. The component code itself has no dependencies on

the network protocol.
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9.4.1.3 Separation of User Abstraction from Implementation

The Aspen specification layers a separate user-level abstraction on top of Sequoia compo-
nents. This allows simple user-level components to be executed internally to a implemen-
tation component.

The sample application demonstrates that this is feasible. The bookkeeping burden on

the component developer is significant, however.

9.4.2 Usability

9.4.2.1 Peer-to-Peer Relationships

Sequoia’s two-way ports and separation of connections from ports significantly simplify
the sample application. Under Sequoia, each frame requires one connection which can be
established with one call. If a port is bound to a connection, these relationships would first
require generating a unique port name and connecting to a registration port. Since each
component may call the other, each side needs to provide a unique port name.

After obtaining the unique names, the connections can then be established. Additional
code may also be required to associate the two one-way connections as one conversational

state.

9.4.2.2 Security

The reference implementation did not directly address security. The protocol layering
architecture, however, enables a encryption or digital signature protocol to be layered at
selected points. Each channel can then have separate security levels. The marshalling code
can then chose which channel to use based on the security level indicated in the IDL speci-

cation.
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9.4.2.3 Collaboration

Sequoia does not provide any direct support for collaboration. The two-way ports and the
separation of connections from ports simplify the creation of such applications, however.
The sample application demonstrates the feasibility of implementing collaboration on top

of Sequoia.

9.4.3 Performance

Though the performance of the reference implementation could be improved, the tests

show that the protocol layering architecture will support the needs of modern applications.
The concurrency tests also show that the streams facility does provide pipelined concur-
rency. This would improve latency in situations where the problem was amenable to using

pipelined concurrency.



CHAPTER 10 Conclusion

Though software components hold much promise, developing component-based applica-
tions is still a difficult task, especially for tightly-coupled, concurrent components. For
software components to become widely accepted in the high-performance computing
community, however, scientists must be able to implement components without extensive
background in threads and their attendant synchronization mechanisms.

Some of the implementation difficulty is probably unavoidable. For example, distrib-
uted computing introduces some issues such as network failures that are simply not
present in purely local applications. Other burdens placed on the component developer,
however, can be reduced by abstracting and encapsulating them so that they can be moved
to the middleware. Specifically, this has been accomplished by the following contribu-

tions.

10.1 Contributions

This dissertation examined some of the effects of the component communication para-
digms on application development, and developed new models of component interaction
to address some of the shortcomings. To provide a context for these models, it also devel-

oped the Sequoia architecture and IDL.
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Separation of the connection concept from the port concepthough

ports derive to some degree from a hardware analogy, following it too
closely can impose atrtificial limitations. A physical port can only have one
connection at a time. A software port, however, can be defined to support

multiple separate connections.

By using ports only for rendezvous, as in the Berkeley sockets API,
multiple stateful conversations can be easily established and maintained.
This reduces the complexity of connecting and maintaining relationships

with multiple peers.

Unified interfaces.Modern grid computing envisions components as hav-
ing a great deal of autonomy. This autonomy results in most connections
requiring that each peer can invoke methods of the other. With standard
component architectures, this symmetric relationship requires the creation
of two separate connections. Because the connections are independent as
far as the middleware is concerned, the component developer must explic-
itly maintain additional information to associate these connections.

Rather than place this burden on the component developer, it can be
moved to the middleware layer by adopting unified interfaces. The compo-
nent architecture itself then defines and understands that a single connec-

tion supports method invocations in both directions.

Stream arguments.Obtaining pipelined concurrency from RMI alone
requires thread creation and synchronization. RMI was designed to dis-
guise remote execution as local execution, and is a blocking paradigm. A
limited message passing mechanism in the form of streams, however, pro-
vides a more natural paradigm for concurrent execution. Message passing
has shown itself to be effective and intuitive to scientists, as shown by the
success of the MPI standard [42].
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Decoupling of user interface components from implementation compo-
nents. The requirements of components, such as distributed operation,
results in implementations that are usually relatively heavy weight. As an
implementation methodology, this is acceptable because components gen-
erally encapsulate much more functionality than objects.

Components, however, are also very useful as a user interface abstrac-
tion. A natural interface abstraction is not necessarily a natural implemen-
tation abstraction, however, and the resulting mismatch can result in poor
interfaces or inefficient implementations.

By recognizing and specifying the orthogonality of implementation
components and user interface components, the Verdant architecture pro-

vides additional services to simplify the development of applications.

The utility of these contributions were verified through the development and testing of
a reference implementation and a sample application. Tests verified that use of streams in
conjunction with RMI does indeed provide pipelined concurrency without requiring the
component developer to explicitly create and synchronize threads. The networking perfor-
mance is adequate to meet the requirements of most current applications.

In addition, the implementation contributes an extensible communication protocol
architecture. This architecture greatly reduces the effort required to keep pace with the
rapid development of new networked computing protocols and standards.

The sample application demonstrates the utility of the component paradigms. The
components of the application all call each other, and multiple stateful connections are
maintained without requiring the involved components to coordinate the creation of new
ports. The collaborative features show that the architecture is feasible for tightly-coupled

components.
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10.2 Future Work

10.2.1 Distributed Futures

The use of futures appears to be useful in distributed programming as well as concurrent
programming, and may be a way to simplify some of the complexity inherent in a distrib-
uted system. Such a future object could be passed from one component to another and still

retain its state. The syntax and semantics of such a transfer are open questions.

10.2.2 Heterogeneous Streams

A Sequoia stream can only be used transmit a single object type. That is, a single stream
cannot be used to send both objects of type A and type B. In some situations, such an abil-
ity might be useful. For example, a large set of triangles may also have some internal
structure. This set of triangles might be handled with just a single stream if both integers
and triangles could be transmitted through it.

An open question is whether the type should be specified when the object is read from
the stream, or if it can be determined dynamically after being read. The former would
require that the object sequence be static or known to the reader by some other means. The
latter would require some way for the stream to inform the reader of the type of the

received object.

10.2.3 Extended Streams

Sequoia streams implement only a very basic form of message passing. This is enough to
achieve concurrency without the use of threads, but additional features may prove useful.
For example, if components are connected in a more general graph topology as opposed to
a simple pipeline, it might be desireable to be able to specify multiple streams in a single

read. The read would block until an object was available on any of the specified streams.
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10.2.4 Broadcasting

The efficient implementation of a massively collaborative application will require some
form of broadcast semantics in Sequoia. If 100 collaborators were working together in a
single session, unicasting all updates to each collaborator could impose a significant net-
work burden, because identical data would need to be retransmitted 100 times.

By using some kind of multicast protocol, this could be greatly reduced. The use of
such a protocol, however, might require additional IDL constructs. For example, should
ports be specified in the IDL that they have broadcast semantics? Or should some mecha-

nism be provided to bind connections together in a broadcast group after they are formed?

10.2.5 Memory Management

The C++ binding currently leaves much of the memory management up to the component
developer. This can lead to memory leaks and memory corruption, and has implications
for the underlying transport mechanism. For example, if an argument to a remote method
is no longer needed after the call, the transport code might be able to take ownership of the
data, and thereby eliminate an extra copy. Further work may result in a simpler, yet effi-

cient scheme for managing memory.
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prim-spec —

int-spec -
sign-spec —

int-type -
float-type -
string-type -
struct-spec -

struct-decl-list —

struct-decl -
struct-decl-types -
stat-array-spec -
dim-list -

dyn-array -
array-elem-type -
stream-spec -
stream-elem-type -
component-def —
port-decl-list -
port-decl -
gender-spec -
port-def -
sym-spec —
method-decl -
return-types —

param-list -

param-decl -
param-types -

method-gender-spec—
security-spec —
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char | bool | int-spec| float-spec
sign-speg,; int-type

unsigned

octet | short | int | long
float | double

string

struct  id { struct-decl-lisgy, }
struct id

struct-decl

struct-decl-list struct-decl

struct-decl-types id

prim-spec | string-type | struct-spec | stat-array-spec | dyn-array-spec
stat_array < array-elem-type, dim-list >

int-const

dim-list , int-const

dyn_array < array-elem-type, int-const>

prim-spec | string-type | struct-spec

stream < stream-elem-type

prim-spec | string-type | struct-spec | stat-array-spec | dyn-array-spec
component id { port-decl-listy } ;

port-decl

port-decl-list port-decl

gender-speg, port id; id; ;

left | right

sym-speg, port id { method-deg|, } ;

symmetric

return-types id( param-list,; ) method-gender-spec sec-spgc

void | prim-spec | string-type | struct-spec | stat-array-spec |
dyn-array-spec

param-decl

param-list, param-decl

param-types id

prim-spec | string-type | struct-spec | stat-array-spec | dyn-array-spec
| stream-spec

left | right | symmetric

encrypted | signed
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