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Data/Compute Intensive Applications

A Computation and data intensive applications are
Increasingly prevalent

A The data volumes are already in peteale
I High Energy Physics (HEP)

A Large Hadron Collider (LHQEns of Petabytes of data
annually

I Astronomy .
A Large Synoptic Survey TelesceNahtly rate of 20 Terabytes

I Information Retrieval
A Google, MSN, Yahoo, \MWdhrt etc..

A Many compute intensive applications and domains |
i HEP, Astronomy, chemistry, biology, and seismology ew..” = =~
I Clustering
A Kmeans, Deterministic Annealing, Paih & S Of dza § SNRA y 3

I Multi Dimensional Scaling (MDS) for visualizing high
dimensional data
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Composable Applications

A How do we support these large scale applicatiéhs
I Efficient parallel/concurrent algorithms and implementation techniques

A Some key observations

I Most of these applications are:
A A Single Program Multiple Data (SPMD) program
A or a collection of SPMDs
I Exhibits thecomposableoroperty
A Processing can be split into small sub computations

A The partialresults of these computations are merged after some
post-processing

A Loosely synchronized (Can withstand communication latencies
typically experienced over wide area networks)

A Distinct from the closely coupled parallel applications and totally
decoupled applications

I With large volumes of data and higher computation
requirements, even closely coupled parallel applications can
withstand higher communication latencies
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The Composable Class of Applications

Set of TIF
I t .

Tightly
synchronized
(microseconds)

@) O « O
Loosely v
synchronized PDF Files
(milliseconds)
j\} , Totally decoupled
1 2y Q4 | f 32 iKY, F2NJ icati
b yy2 YOS . Elomlpj)osa . apphcai]tlon application

matrix multiplication ¢
tightly coupled application

Composable class can be implemented in highel
programming models such as MapReduce and Dryad

5/11/2009 Jaliya Ekanayake 5



MapReduce

Gal LWSRdzOS A& | LINPIANFYYAYy3I Y2RSt |y
for processing and generating large data sets. Users specify a map function
that processes a key/value pair to generate a set of intermediate key/value
pairs, and a reduce function that merges all intermediate values associated
GAOUK OUKS alYS AYUGSNIXYSRALFGS 1 Séoé

MapReduceSimplified DataProcessingn LargeClusters
Jeffrey Dean and Sanjay Ghemawat
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MapReduce

Data is split intok A hash function maps the results of

m parts the map tasks to reducetasks

A combinetask may
be necessary to
combine all the
outputs of the reduce
functions together

> Y A Y Y,
. data split  map reduce
map function is A
performed on each of Once all the results for a

these data parts particularreducetask is
concurrently available, the framework
executes thaeducetask

A The framework supports:
I Splitting of data
I Passing the output of map functions to reduce functions
I Sorting the inputs to the reduce function based on the intermediate keys
I Quality of services
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Hadoop Example: Word Count

E.g. Word Count

map(String key, String value):
/Il key: document name
/[ value: document contents

N

N

reduce(String key, Iterator values):

/Il key: a word

/l values: a list of counts

A Task Trackers
Execute Map task:

A Output of map
tasks are written

to local files
A Retrieve map

1/,||v| ( Mol 2/,||v| cCeee
51 CCOO|[R]O 7] eeee®[R]| O
DN TT | DN TT

Data/Compute Nodes

results via HTTP
A Sort the outputs
A Execute reduce

tasks
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Current Limitations

A The MapReduce programming model could be
applied to most composable applications but;

A CurrentMapReduce model and the runtimes
¥20dza 2y af{Ay3aAtS {lUGSL
computations only

A Intermediate data is stored and accessed via
file systems

A Inefficient for the iterativecomputations to
which the MapReduce technique could be
applied

A No performance model to compare with other
high-level or lowlevel parallel runtimes
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CGL- MapReduce

Do o To I

o T

I I . (M) Map Worker
VR User @® Reduce Worker
Driver | Program  [[5)) MRDeamon
I ‘ Data Read/Write
Data Split + File System ] { Communication

Architecture of CGL -MapReduce

A streaming based MapReduce runtime implemented in Java

All the communications(control/intermediate results) are routed via a content
dissemination network

Intermediate results are directly transferred from the map tasks to the reduce
tasksc eliminates local files

MRDriver
I Maintains the state of the system
I Controls the execution of map/reduce tasks

User Program is theomposerof MapReduce computations
Support bothsingle stepanditerative MapReduce computations
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CGL: MapReduce 0 The Flow of Execution

1) Initialization —akedlas
A Start the map/reduce workers m*__ Variable Data
A Configure both map/reduce map ‘
tasks (for configurations/fixed , v ‘
data) | reduce lterative MapReduce
(2) Map =/
A Execute map tasks passing __combine

<key, value> pairs m
(3) Reduce

A Execute reduce tasks passing
<key, List<values>>

(4) Combine Worker Nodeé I I
A Combine the outputs of all é’ MR User

the reduce tasks M) > (M) | .| (M) ** (M)| | Driver | Program
(5) Termination ®-® ®~®
A Terminate the map/reduce t t I
workers f Data Split . File System }

CGL - MapReduce, the flow of execution
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HEP Data Analysis

Data:Up to 1 terabytes of data,
placed in IU Data Capacitor
Processingt2 dedicated computing
nodes from Quarry (total of 96
processing cores)

MapReduce for HEP data analysis

HEP data analysis, execution time vs. the
volume of data (fixed compute resources)
Hadoop and CGMapReduce both show similar performance
The amount of data accessed in each analysis is extremely large
Performance is limited by the 1/O bandwidth

The overhead induced by the MapReduce implementations has negligible
effect on the overall computation

To T T I
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