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Abstract

Building a model using machine learning that
can classify the sentiment of natural language
text often requires an extensive set of labeled
training data from the same domain as the tar-
get text. Gathering and labeling new datasets
whenever a model is needed for a new domain
is time-consuming and difficult, especially if
a dataset with numeric ratings is not available.
In this paper we consider the problem of build-
ing models that have a high sentiment classi-
fication accuracy without the aid of a labeled
dataset from the target domain. We show that
an adjusted form of cosine similarity between
domain lexicons can be used to predict which
models will be effective in a new target do-
main. We also show that ensembles of exist-
ing domain models can be used to achieve a
classification accuracy that approaches that of
models trained on data from the target domain.
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of the major hurdles that must be addressed is that of
making computers understand and intelligently pro-
cess the large amount of data available in natural lan-
guage format.

The problem of making a computer understand
human natural language is very difficult. Instead
of trying to tackle that complex problem directly,
we consider the small sub-problem of determining
the sentiment of a given piece of text in natural lan-
guage. For example, if someone writes a review of
a particular movie, then the model would be given
the task of automatically determining whether or not
that review is positive or negative in sentiment. In
order to make this determination, a sentiment min-
ing model would, to some degree, have to under-
stand the language being used by the reviewer. Sen-
timent mining models with a high level of classifica-
tion accuracy would be useful across many different
domains.

Various machine learning models for determin-
ing review sentiment work quite well, achieving a

We are constantly being faced with the challenge dfetter thar85% classification accuracy for standard
dealing with the ever-increasing amount of data bedatasets (Pang et al., 2002). The models are not per-
ing produced. Data mining algorithms and methodfect, but they work well enough to be useful. One
are being designed to intelligently process this dataf the main drawbacks of using a machine learning
and make the underlying patterns and trends moraodel is that it can be difficult and time-consuming
easily understandable by people.

to train effectively. Typically, researchers construct

The World Wide Web has facilitated the wide-a model that is trained on labeled data from the tar-

spread availability of huge amounts of humanget domain—the domain in which new classifica-

created content.

Viewed as a whole, it is a richions will be made. The problem with this approach

database of nearly all human ideas and endeavois.that a new, separate model must be built for each
A major challenge for the coming years is to makaew target domain. This is difficult since training
sense of the available content and use it to enrich othre new model requires the availability of a rather
lives in ways that were never before possible. Onkarge amount of labeled training data.



Producing labeled datasets for domains that fréraining domain, but seems to work nearly as well
quently have numerical ratings coupled with plairout-of-domain as it does in-domain. Daumé and
natural language reviews is time-consuming, bu¥larcu (2006) investigate what they term domain
not too difficult. There are numerous websitesdaptation to infer key word locations and types (and
which combine ratings and reviews for books, CDsmnake capitalization decisions) in one domain based
movies, etc. It is much more difficult to create la-on data predominantly (but not exclusively) from an-
beled datasets for domains without such numericatther. In analyzing their system’s performance they
ratings. Examples of these domains include politicatharacterize corpus similarity using a learned de-
opinion (what do people think of a politician’s latestgree of relatedness from their model and Kulback-
speech?), personal blogs with their various themdsebler divergence between unigram language mod-
and wandering commentary, interpersonal opinioels of their pairs of domains, but do not use this sim-
(what do people think of a particular plumber/realilarity in a predictive fashion.
estate agent/lawyer?), and others. Typically, training Though less directly related, Swarup and Ray
datasets for these domains must be manually label¢2D06) mine recurring sub-graphs in artificial neural
by the model creator in a subjective way since fewetworks to discover network motifs that may speed
datasets with numerical ratings exist. up learning in new domains. Dai et al. (2007) have

If one were to build and train a different model forused co-clustering to perform cross-domain docu-
every new target domain, then it would take a subment classification. Blitzer et al. (2008) have es-
stantial amount of time to produce the labeled traintablished theoretical error bounds for cross-domain
ing sets and actually perform the training for eaclelassification when target domain data is present

separate domain. but limited compared to source domain data and
have demonstrated agreement with the form of er-
2 Related Work ror curves on real cross-domain training, although

not with quantitative error values. Jiang and Zhai
Dave et al. (2003) and Pang et al. (2002) give nic&0p6) consider the problem of cross-domain mod-
overviews of the area of sentiment mining in geng|s for the named entity recognition task. Part of
eral. their focus was to train a model based on generaliz-

Blitzer et al. (2007) use pivot features based ogp|e features with the hope that performance in new
domain mutual information to relate training and targomains would improve.

get domains. They also measure domain adaptabil-

ity by estimating the classification accuracy loss bg General Setup

adapting one domain to another without the use of a

labeled target dataset. We conducted a series of experiments to attempt to
Aue and Gamon (2005) compared results usingetermine the viability of models trained across do-

four different training and testing domains. UsingMains and general purpose models with high perfor-

unigram, trigram, and ngram feature sets, log likeance in many different domains. For all of our ex-

lihood ratios to limit input vector sizes, and payingPeriments involving machine learning we used the

attention to valence shifters (words that reverse tHiosvm library (Chang and Lin, 2001). For all SVM

sentiment of other words), they obtained high perfodels we used the following parameters: linear

formance for in-domain sentiment classification uskernel,C' =2.0,v = 2.0.

ing SVM classifiers, but obtained mixed results for

cross-domain sentiment classification, with result®atasets

ranging from barely above chance to near in-domaiim order to determine how well cross-trained mod-

accuracies. els perform, we investigate performance over a va-
Kobayashi et al. (2007) apply what they call opin+iety of review-plus-rating datasets. These datasets

ion extraction, that captures semantic content armgpresent a wide variety of domains that could

structure in weblog data. Their “intra-sentential”all benefit from the creation of accurate senti-

model exhibits somewhat modest accuracy in thenent mining models. Two of the datasets were



prepared and used for previous sentiment miningumber of different websites. The resulting datasets
work (see descriptions below), but the majorityare individual text files that alternate reviews and
of the datasets we collected and compiled ourorresponding ratings on consecutive lines. Ratings
selves. The datasets are publicly available onlindtave values of either 1.0 for a positive sentiment or

http://www.cs.indiana.edu/ mewhiteh/html/opinionining. html -1.0 for a negative sentiment. All the websites we
Following are brief descriptions of the datasetgathered reviews and ratings from used a numerical
used in this study: rating scale of 1-5. 5 is the highest score and 1 is

camera - Digital camera reviews from Ama- the lowest. After a brief preliminary investigation
zon.com. These reviews were taken from camerage decided that the threshold for a positive rating
that had a large number of ratings. This dataset argthould be 3.5 out of 5. So all ratings 3.5 and above
the laptop review set both fall under the broader dowere labeled as positive and all ratings less than 3.5
main of consumer electronics. were labeled as negative.

camp - Summer camp reviews from CampRat- We pared down each of the datasets to include
ingz.com. A significant number of these reviewsexactly 50% positive reviews and 50% negative re-
were written by the young people who attended theiews. Some of the testing domains are heavily
summer camps. skewed toward one or the other class. This re-

doctor - Reviews of physicians from balancing eliminates that bias, normalizing the data
RateMDs.com. This dataset and the lawyer redistributions across domains. This simplifies the
view set could both be considered part of the largezomparison of classification accuracies across do-
“ratings of people” domain. mains and yields a consistent 50% chance (random

drug - Reviews of pharmaceutical drugs fromguessing) baseline for all domains.
DrugRatingz.com.

laptop - Laptop reviews from Amazon.com. Vari- Leéxicon Reduction via Odds Ratio

ous laptops are reviewed from different manufacturfo reduce the computational complexity of the test

ers. setups and increase overall classification accuracy,
lawyer - Reviews of lawyers from LawyerRat- we reduced the size of the domain lexicons. First,
Ingz.com. we eliminated stopwords (words appearing in over

movie - Movie reviews of various movies from half the reviews) and unique words (words appear-
(Pang and Lee, 2004). Because of the nature of theg in only a single review).
domain and dataset source, these reviews are typi-Second, we chose to use the odds ratio method
cally longer than reviews from other domains. of feature selection to further reduce the lexicon
music - Musical CD reviews from Amazon.com. size. This method eliminates terms from the lexi-
The albums being reviewed were recently releasesbn which are not useful in distinguishing between
popular music from a variety of musical genres.  positive and negative reviews. Using odds ratio fea-
radio - Reviews of radio shows from RadioRat-ture selection was particularly important for the gen-
ingz.com. This dataset and the tv dataset had thgal models that combined all the separate datasets
shortest reviews on average. since the resulting full lexicons were very large. We
restaurant - Restaurant reviews from found that keeping around 15-25% of the original
We8There.com as compiled by (Snyder angexicon was optimal. Yang and Pedersen (1997) of-

Barzilay, 2007). We used a subset of this datas@ér a comparison of several other dimensionality re-
balanced between positive and negative reviewguction methods for text categorization.

These reviews are from various restaurants in a

number of different cities. 4 Experiments
tv - Television show reviews from TVRat-

ingz.com. These reviews were typically very shor

and not very detailed. Can models trained in one sentiment mining domain
To create these datasets, we ran a web spider he effective classifiers in other domeiins

download and organize ratings and reviews from a If a sentiment model is trained using restaurant

fl.l Single Model, Cross Domain Test



reviews, what level of performance does that modddetter than guessing and is approaching the accuracy
have classifying movie reviews? Does it have a simaf the model trained in the restaurant domain itself
ilar performance classifying reviews of physicians?85%).
If we can show that a single model is accurate over By comparing columns of results we can see the
multiple domains, then a significant amount of timeclassification accuracies across all other domains
and effort could be saved. given each model trained on a single domain. The
model trained on the movie domain had poor results
in all the other domains tested, with the highest ac-
The first test measured the performance of claguracy at only 57%. Training in the doctor or lawyer
sification models trained in one domain and thedomains yielded better results, with a majority of the
tested in a different domain. To do this, we trainecccuracies being 60% or higher.
a new SVM classification model for each domain Examining isolated rows in the table shows how
dataset and then tested each model on all the othalf the different models performed on a single test-
datasets. The models were constructed usingimg domain. Testing in the drug domain resulted in
bag-of-words representation using normalized worghe overall lowest scores, with only a single model
counts. Instead of using normalized word countsachieving a classification accuracy above 60%. This
it also would have been possible to use TF/IDkvas most likely due to the domain-specific language
weightings. Final lexicon size was reduced usingised in reviews in that domain (brand names of
the odds ratio metric as described above. drugs, specific side effects, etc.). The restaurant and
We also ran K-fold tests (K=25) for each modelcamp domains were the easiest for the various mod-
being trained and tested on the same dataset. EaglB to classify with high scores, with most models
reported classification accuracy is the average of thyéelding 60% accuracy or higher.
K-fold tests. The results from these models show
the performance level that could be achieved givef2 General Model Test
labeled data from the target domain. If the modelgan a single model be trained using a variety
trained in other domains could approach these lewf different sentiment mining domains that has a
els, then the collection and labeling of data in théigh classification accuracy throughout all those do-
target domain would not be necessary. main®
The tests described in 4.1 only considered mod-
els trained in a single domain and then tested in
Table 1 shows the results from the cross domaigome other domain. We would also like to consider
classification tests. The first observation is thq‘he performance of a single, general model that is
models trained and tested on different domains afrained on a dataset consisting of a mix of reviews
ways had lower classification accuracy than modelgom all the available datasets. If a single model such
trained and tested in a single domain. This is ags this were able to achieve an accuracy that is com-
unsurprising result, and simply shows that the wapetitive with (or better than) the models trained on
to achieve the highest possible accuracy is to uselgeled data from the target domain, then the result
model trained in the target domain. would be significant, as it would be simpler to build
Another result of note is that the accuracies 0ind maintain a single model that would work well in

cross-domain models vary widely. For example, thall domains instead of keeping separate models for
model trained in the drug domain and tested witlkkach different domain.

the tv domain model only achieved a 53% classifi-

cation accuracy. This is negligibly better than comS€tup

pletely random guessing, which would have pro- To test the viability of a general model, we com-
duced a 50% accuracy. Compare that result to th#ned all the distinct datasets together to form a new
model trained in the doctor domain and tested in théataset called “total”. We then used this dataset to
restaurant domain. This model had a cross-domajerform K-fold tests (K=25) to see how well the
classification accuracy of 76%. That result is muclgeneral model would perform across all domains in

Setup

Results



Table 1: Cross Domain Classification
Training Dataset

camera camp doctor drug laptop lawyer movie music radio rest | Ave. Test
camera 90 64 67 57 64 63 51 55 60 61 6 63
camp 71 85 69 57 53 68 52 63 62 66 71 65
- doctor 59 65 84 58 53 72 50 57 63 72 6% 63
§ drug 57 59 59 72 53 62 50 54 57 59 56 58
o laptop 74 56 56 53 96 63 57 50 55 61 52 61
% lawyer 57 61 71 55 59 83 51 60 60 66 65 63
£ movie 57 63 56 52 59 59 81 55 53 58 59 59
§ music 58 58 65 61 50 53 50 88 61 63 56 60
radio 55 64 62 53 52 62 50 58 73 59 58 59
rest 64 67 76 64 53 62 56 64 64 85 65 65
tv 61 70 63 53 51 71 52 58 62 63 82 62
Ave. Train 64 65 66 58 58 65 55 60 61 65 63
Table 2: General Model Classification Accuracy Table 3: Leave-One-Out vs. Single-Domain
| Classification Accuracy Test Set | LOO | Ave. Other | Best Other| Same
General Model 80 camera 62 63 67 90
Ave. of Same-Domain Modell; 83 camp 66 65 71 85
doctor 61 64 72 84
drug 53 58 62 72
which it had previously been trained. laptop | 65 61 74 96
lawyer 58 63 71 83
Results movie 62 59 63 81
music 61 60 65 88
The general model trained and tested on the to- radio 56 59 64 73
tal dataset had an overall classification accuracy of feSttanam 23 gg ;;3 gg
0, . . 0 _ \Y2
80% (see Table 2). This is close to the 83% accu Average | 61 & 59 03

racy that is the average of all the models that had the
same domain for training and testing (average of the
main diagonal in Table 1). Since the general moddtained on individual datasets.
performs at a level that approaches the average tup

the single-domain models, it is a useful alternative . )
To carry out this comparison, we performed

when the overhead of training, storing, and choosin% ¢ hd in. That i

from a set of domain-specific models is considere ave-one-out tests or €ach domain. atis, a sep-

too high arate model was trained using all the datasets com-
' bined except for the target dataset upon which it was

4.3 Leave-One-Out Test tested.

Given a new target domain for which there is no laResults
beled data available, can a single model trained on Table 3 shows how the leave-one-out models
a variety of other domains make accurate classificacompared to the average of the single cross-domain
tions in the target domaih models, the best single cross-domain model, and the
The general model test from 4.2 showed that a sirsingle same-domain model. The leave-one-out mod-
gle model could be competitive with a set of domainels performed similarly to the average of the single
specific models for domains for which there existgross-domain models. The leave-one-out model ac-
labeled data. To evaluate the case where a corodracy was always within about 4-5% of the average
pletely new domain is being explored and no laef the cross-domain models. In five of the domains,
beled dataset is available, we can test the differentlee leave-one-out model was superior, while the av-
in performance between a general model trained arage cross-domain model was more accurate in the
all other available datasets together versus modaismaining six domains.



Comparing those results to the best single crossot available, so only the values in the training do-
domain model per testing dataset (the “Best Otherhain dataset can be used. For the purposes of com-
column of Table 3) suggests that there is room foputing the adjusted cosine similarity between lexi-
improvement. The best single cross-domain modetons, each unknown odds ratio is given the value
always had the highest of the cross-domain accuraf its known counterpart from the training domain.
cies (though, as the final column of Table 3 showsThis makes the assumption that if a word is useful
none of the cross-domain formulations approachedistinguishing sentiment in the training domain then
the accuracy of the models trained and tested on tlitewill also be useful in the target domain (as long
same domain). Still, the modest difference in acas it appears in the target domain’s lexicon). Using
curacy between the best cross-domain models atitds method, we only need to look for occurrences
the average or leave-one-out cross-domain moded$ words that were useful in other domains, instead
suggested to us that there may be a way to explaif having the requirement of fully labeled target do-
some form of domain selection to improve our crossmain datasets.
domain performance. To investigate whether it might be possible to pre-
dict which model would be most accurate for a new
target domain, we first computed the cosine sim-
ilarities between all pairs of domain lexicons and
Can we predict which single-domain models will ddhen plotted the previously measured cross-domain
well in a new domain based on the similarities bemodel accuracies versus this measure of lexicon
tween the training domain’s lexicon and the targesimilarity. The result showed a positive relationship
domain’s lexicof? between increasing lexicon similarity and improved

The results in Table 1 show that models trained imodel classification accuracy.
certain domains had much higher performance than With the positive relationship between lexicon
models trained in other domains. Table 3 showsimilarity and classification accuracy in mind, we
that the best single-domain models always outperan another test that used the existing cross-domain
formed the average of all single-domain models anshodel with the lexicon most similar to the target do-
the leave-one-out general model. main lexicon for classifications. If lexicon similarity

If it were possible to predict which existing modelis a good predictor, then we would expect the clas-
would be most effective for making classificationssification accuracy of this approach to approach the
in the target domain, then that model could be usdgest single-domain model.
whenever labeled training data were not available
for building a domain-specific model for the tar-
get domain. This could also help avoid those mod- Table 4 shows that choosing the model with a lex-
els which provide no improvement in accuracy ovetcon most similar to the target domain lexicon pro-
guessing and potentially achieve a greater classificeliced results that were nearly equal to the best of

4.4 Lexicon Similarity for Predicting
Classification Accuracy Test

sults

tion accuracy in a general model. all the single-domain models. (Note that as the test
is designed it is not possible for this method to do
Setup better than the best single cross-domain classifier;

In order to try to make this type of prediction, wethe best it can do is to serve as an oracle and se-
decided to look first at a simple form of lexical sim-lect that best single cross-domain classifier.) Using
ilarity between domains. The intuition is that if lex-lexicon similarity to pick a cross-domain model re-
icons from two different domains are highly similar,captured over half the difference between average
then cross-domain classification will be more accuand best cross-domain model accuracy, and also im-
rate than if the lexicons are dissimilar. We calcuproved substantially over the leave-one-out general
lated an adjusted form of cosine similarity betweemnodel.
domain lexicons using the odds ratio values found Being able to predict (approximately) the most ac-
in the training domain lexicons. Note that in an un<urate existing model trained in a different domain
labeled target domain dataset, odds ratio values drem the target domain is encouraging, but many of



Table 4: Model Choice by Lexicon Similarity Table 5: Accuracy of Ensemble Models

Ave. Similar Best Best Simple Weighted | Same
Test Dataset Other | Lexicon | Other Test Dataset Other | Ensemble| Ensemble| Dom.
63 64 67 camera 67 77 77 90
camera camp 71 79 78 85
camp 65 66 71 doctor 72 77 82 84
doctor 64 72 72 drug 62 65 64 72
dug | 58 | 59 | 62 v | 71| s | e | o3
laptop 61 4 4 movie 63 71 70 81
lawyer 63 71 71 music 65 72 74 88
movie 59 55 63 radio 64 70 70 73
music 60 63 65 feSttanam ;? gg gg g;
H \)
radio 59 58 64 Average 69 76 77 83
restaurant 65 76 76
tv 62 62 71
Average 62 66 69 tion. Note that if a majority of the models make cor-

rect classifications more often than any single cross-

domain model does, then this setup would show
the classification scores are still rather low. Almosgp, improvement over the classification accuracy of
all of the scores are in the 60-75% range. Tryingyen the most accurate single cross-domain model.
to construct a usable end-user application with these The second ensemble used weighted majority
accuracies may be problematic. votes, where each model had a weight proportional
to the cosine similarity between its lexicon and the
target domain’s lexicon. The intuition behind the
Can we combine groups of models to form ensenyeighting comes from the previous test's results,
bles that can outperform leave-one-out and modelghere we saw that applying lexicon cosine simi-
chosen based on lexicon similarity described in th%\rity could help predict which models would be
other test8 most accurate. This ensemble used squared (and

The accuracies we saw using lexicon similaritthen re-normalized) lexicon similarities as weights

model prediction were an improvement over the eafp increase the influence of the more similar lexicon
lier tests, but still lagged behind the performance afodels and decrease the influence of the less similar
the models trained in the target domain. Given thgxicon models.
demonstrated benefit of applying lexical similarity, For each testing dataset we built each of these
we wondered if domain similarity might be lever-ensembles using the single-domain models from all
aged further. datasets except the testing set. We then tested each

Our final test attempts to get closer to the trainedensemble model using all testing dataset patterns.

in-domain models by leveraging the power of en-
semble classification. This method works by creResults
ating groups of models that can vote on each new Though still short of the best same-domain perfor-
classification. A simple or weighted majority votemance, results for the ensemble models are promis-

can be used to produce the ensemble’s final classiffg- Table 5 shows that both the ensemble setups sig-

4.5 Ensemble Models Test

cation for each problem. nificantly surpassed the best single-domain models
from outside of the target domain, recapturing over
Setup half the accuracy difference between the best cross-

We tried building two different kinds of ensem-domain model and the same-domain model, on av-
bles. In each case we only used data from dataseirage (and over 70% of the accuracy difference be-
outside of the target domain. tween averaged cross-domain models and the same-

The first ensemble used a simple majority votelomain model). Indeed, over half of the ensem-
of its component models for each new classificable classification accuracies approached the perfor-



mance of the models trained in their respective targgbhn Blitzer, Koby Crammer, Alex Kulesza, Fernando
domains. Though the spread is high, with same-vs- Pereira, and Jenn Wortman. 2008. Learning bounds
ensemble accuracy d|fferences ranglng from 0% to for qomain adaptation. IAdVanceS i-n Neural InfOI‘-
16%, this is still fairly encouraging since it shows r;raet's(;n Processing Systems, Zlambridge, MA. MIT
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WWW pages 519-528.
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